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Today’s lecture based on ... 
§ Ö.Ö.:  Lecture 03: Lecture “Mechanism Design” in Course “Intelligent 

Agents “(CS 4514-KP12), University of Luebeck
https://www.edit.fis.uni-
hamburg.de/ws/files/53892714/Intelligent_Agents.zip

§ U. Endriss: Lecture 4 of the course “Computational Social Choice” 
https://staff.science.uva.nl/u.endriss/teaching/comsoc/2024/

§ E. Pacuit: ESSLLI 2022 course “Social Choice Theory and Machine Learning” 
https://pacuit.org/esslli2024/social-choice-machine-learning
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Mechanism Design = Game Theory + Social Choice
§ Goal of a mechanism
§ Obtain some outcome (function of agents’ preferences)
§ But agents are rational

§ They may lie about their preferences

§ Goal of mechanism design
§ Define the rules of a game so that in equilibrium the agents do what we 

want
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Reminder Social Choice Theory (SCT)
§ SCT models collective decision process with preference aggregation 

§ Basic assumption: 
§ Individuals’ (voters’)  true preferences are known
§ In particular: voters are assumed to reveal their true preference 
§ No lying à no strategic behavior

§ We now combine what we have learnt on game theory and SCT to deal 
with these intricate scenarios à Mechanism Design (MD)

Winter term 25/26 AIL | Özgür L. Özçep 4



CHAI
Humanities-Centered AI

Purpose of today’s lecture   &     Agenda
§ Learn how to eat the 

cake and keep it: 
the right balance 
between autonomy and 
regulation of agents 

§ Learn the basics of 
mechanism design 

§ Manipulation

§ Impossibility results

§ Mechanism Design: general
setting

§ Escaping the impossibility

§ Vickrey auction
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Manipulation
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Strategic Voting (Manipulation)
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P \ V V1 V2 V3 V4 Borda

1 a b d c c

2 b d c a a, b

3 c c a b d

4 d a b d

P \ V V1 V2 V3 V4 Borda

1 b b d c b

2 a d c a c, d

3 d c a b a

4 c a b d

a:10, b: 10, c:9, d:11  à Borda winner: c a:11, b: 9, c:10, d:10  à Borda winner b

True preference of V1:  b preferred to c and 
a preferred to b

Non-true preference of V1: Still b preferred to c , 
but now, e.g., b preferred to a
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Definition (Manipulability/Strategyproofness )

Let 𝐹 be a resolute voting rule (over 𝑛 voters)
§ 𝐹 is manipulable by 𝑖 iff there are strategy profiles 

≺ = (≺!, … , ≺", … , ≺#) and ≺ ′ = (≺!, … , ≺"$, … , ≺#) such that 𝑖
strictly prefers the winner under [≺$] to the winner under [≺], i.e. 

𝑏 ≺" 𝑎, where 𝐹 ≺$ = {𝑎} and 𝐹 ≺ = {𝑏}
§ If for all 𝑖 𝐹 is not manipulable by 𝑖, then 𝐹 is called strategyproof

à So, the Borda rule is manipulable 
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Test your self on a real-world example
Consider plurality voting in a Florida 
electorate 

§ Who is the winner? 

§ Can Nader proponents 
manipulate the outcome?
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P \ #V 49 20 10 11 Plural.

1 Bush Gore Gore Nader

2 Gore Nader Bush Gore

3 Nader Bush Nader Bush
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Test your self on a real-world example
Consider plurality voting in a Florida 
electorate 

§ Who is the winner? 

§ A: Bush (then comes Gore and 
then Nader)
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P \ #V 49 20 10 11 Plural.

1 Bush Gore Gore Nader Bush

2 Gore Nader Bush Gore Gore

3 Nader Bush Nader Bush Nader
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Test your self on a real-world example
Consider plurality voting in a Florida 
electorate 

§ Can Nader proponents 
manipulate the outcome?

§ A: Yes, they can make Gore win 
(whom they prefer over Bush)
but they cannot make Nader 
win. 
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P  \ %V 49 20 10 11 Plural.

1 Bush Gore Gore Gore Gore

2 Gore Nader Bush Nader Bush

3 Nader Bush Nader Bush Nader

P \ #V 49 20 10 11 Plural.

1 Bush Gore Gore Nader Bush

2 Gore Nader Bush Gore Gore

3 Nader Bush Nader Bush Nader
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Why we should desire strategyproofness!
§ General ethical/religious principle not to lie

§ Do not waste resources pondering over what other voters will 
do and trying to figure out how best to respond.

§ If everyone strategizes (and gets other‘s preferences wrong), 
then the final ballot profile will be very far from the electorate’s 
true preferences, so it will be not representative 

§ Can we ensure strategyproofness with some nice properties? 
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Impossibility results
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Some obvious property combination does not work

(C1)  Exclude some profiles

(C2) Make manipulation intractable

(C3) Hide information

§ Surjectivity of 𝐹 means: for every 
alternative 𝑥 there is a profile ≺
with 𝐹 ≺ = {𝑥}
“Each candidate has at least a
chance to win”

§ As in SCT: Impossibility is no 
reason for despair

§ In practice: more constraining 
knowledge (C1,C2,C3)

Winter term 25/26 AIL | Özgür L. Özçep 14

Theorem (Gibbard 73, Satterthwait 75) 

Any resolute SCF for more 𝑚 ≥ 3
alternatives that is surjective and 
strategyproof is a dictatorship.
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Manipulation for irresolute voting rules
§ The Gibbard-Satterthwaite theorem only applies to resolute rules.

§ But the restriction to resolute rules is problematic as  many “natural” 
voting rule are not resolute 

§ A voter is an optimist [pessimist ] if she prefers 𝑋 over 𝑌 whenever she 
prefers her favorite [least preferred] 𝑥 ∈ 𝑋 over her favorite [least 
preferred] 𝑦 ∈ 𝑌.

§ 𝐹 is called immune to manipulation by optimistic [pessimistic] voters iff
no optimistic [pessimistic] voter can ever benefit from voting untruthfully.
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Axiom: Imposition
§ 𝐹 is nonimposed if for every alternative 𝑥 there exists a profile ≺ under 

which 𝑥 is a winner: 𝐹 ≺ = {𝑥} (generalizes surjectivity)

§ Voter 𝑖 ∈ 𝑁 is called a (strong) dictator if 𝐹([≺]) = {𝑡𝑜𝑝(≺")} for every 
profile ≺ ∈ 𝐿 𝐴 #

§ Voter 𝑖 ∈ 𝑁 is called a weak dictator or nominator if 𝑡𝑜𝑝 ≺" ∈ 𝐹([≺]) for 
every profile ≺ ∈ 𝐿 𝐴 #

§ 𝐹 is weakly dictatorial iff it has at least a weak dictator. Otherwise it is 
called strongly nondictatorial
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A Generalization of Gibbard-Satterthwaith
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Theorem (Duggan/Schwartz  00) 

A voting rule for 𝑚 ≥ 3 alternatives that is nonimposed and immune 
to manipulation by both optimistic and pessimistic voters must be 
weakly dictatorial 
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Mechanism design: general setting
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Manipulation as strategic acting à game theory
§ 𝑁: Players =  voters

§ 𝑆:Outcomes states = winner alternatives 𝐴

§ 𝑢": Utility for player 𝑖 = true preference (linear order) of 𝑖 on the 
alternatives

§ Σ": strategy space of 𝑖: all linear preferences over the alternatives chosen 
by 𝑖 (which contains next to the true preference of 𝑖 all others!) 
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Direct mechanisms
§ Game described before is an instance of a game induced by a so-called 

direct mechanism: strategies = stating (truthful or not) your agent type 

§ Direct Mechanisms can be shown to be universal in the sense that any 
other mechanism can be reduced it  

§ The theorem of Gibbard/Satterthwait can be recast in this game setting
§ Strategyproof = telling the truth in a dominant strategy equilibrium
§ à Allows a more finegrained analysis of concepts and paves the way 

for synthesis of concepts : good property  + equilibrium
Winter term 25/26 AIL | Özgür L. Özçep 20
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The more general setting of mechanism design (MD)
§ Not knowing about whether someone is a liar or not means being 

uncertain about the type of the agent and hence the actions he will 
make à MD 

§ MD widens the scope by 
§ Agent types 𝜃" ∈ Θ" (e.g. the preferences of agent 𝑖)   
§ talking about (different) equilibria & potential “good” aggregation 

functions/properties implemented there  
§ Aggregation functions now are of the form:      𝑓: Θ! ×⋯×Θ# → 𝑆
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A game setting GS 𝑺, {𝚯𝒊 , {𝒖𝒊})
§ A game setting consists of 
§ Outcomes/states (alternatives) 𝑆
§ Types of agents 

agent 𝑖 has type 𝜃" ∈ Θ" from a set of types Θ" for agent 𝑖 ∈ 𝑁
§ utilities  u"(𝑠, 𝜃") determined by state and type 𝜃"

§ In each GS, can discuss aggregation functions 𝑓: Θ! ×⋯×Θ# → 𝑆

§ What is missing (to form a game) are strategies and an  outcome 
function…
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Definition (Mechanism)

A mechanism𝑀 = (Σ! ×⋯× Σ#, 𝑔) on a game setting  GS 𝑆, {Θ" , {𝑢"})
consists of a space of strategy profiles and a function mapping those 
profiles to outcomes on the game setting. Here,  
§ Σ": Action space of agent 𝑖
§ The outcome function 𝑔 has the form:  𝑔: Σ! ×⋯× Σ# → 𝑆

A type-induced strategy for player 𝑖 is a function 𝜎:Θ" → Σ"
(Idea is: we have to cope with the uncertainty about the type of 𝜃")
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Implementing aggregation functions
Together with the game setting, the mechanism defines games (for each 
type (for each 𝜽 = (𝜃!, … , 𝜃#)) – for which we can define all the equilibria 
notions discussed so far.

Winter term 25/26 AIL | Özgür L. Özçep 24

Definition

A mechanism implements an aggregation function 𝑓 in E-type 
equilibrium (E = DS, Nash, …)  iff in some E-type equilibrium 𝜎∗ the 
following holds for all type profiles 𝜽 = (𝜃!, … , 𝜃#)

𝑔(𝜎!∗ 𝜃! , … , 𝜎#∗(𝜃#)) = 𝑓(𝜃!, …𝜃#)
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§ Mechanism design = finding the 
right protocol 𝑔 for implementing 
aggregation functions 𝑓

§ A mechanism does not know 
what is going on internally within the agents

§ It can only prescribe the rules of the games (actions) 
§ Compare with prompting an LLM without knowing its internals

Intuitions on implementing aggregation functions 
𝑔(𝜎!∗(𝜃!)…𝜎#∗(𝜃#)) = 𝑓(𝜃!, …𝜃#)

Winter term 25/26 AIL | Özgür L. Özçep

Types (internal ) Outcome

Equilibria profile 𝜎∗

𝜽 𝜽$…

𝑔

𝑓
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Direct mechanisms in the general setting
§ Direct mechanisms: Mechanism in which Σ" = Θ" for all 𝑖 ∈ 𝑁

(so, implementing a SCF means finding 𝑔 with  𝑔 𝜽′ = 𝑓 𝜽  where 𝜽 are 
the true types and 𝜽′ are the announced types)

§ Incentive-compatible/truthful: A direct mechanism is incentive-
compatible if it has an equilibrium 𝜎∗ where 𝜎"∗ 𝜃" = 𝜃" for all 𝜃" ∈ Θ" and 
all 𝑖 (all agents reveal their true type)

§ Strategyproof: Incentive-compatibility in dominant-strategy equilibrium
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Revelation principle 

§ So: Incentive compatibility is free 
from strategy implementation

§ We can focus on direct mechanisms 
for checking implementability of 𝑓𝑠
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Theorem (Revelation Principle) 
If mechanism 𝑀 implements 𝑓 in DS
then there is a direct strategyproof
mechanism 𝑀′ implementing 𝑓 …

𝜃!

𝜃"

𝜎!(𝜃!))

𝜎"(𝜃"))

Orignal
mechanism 𝑀

…
new mechanism 𝑀′

outcome
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Test yourself 
§ Q: So, the theorem tells us that, 

theoretically, we can focus on direct 
mechanisms. But in reality,  
non-direct mechanisms abound. 
Can you say why?

§ A: 
§ There is this burden of  creating the strategy 𝜎(𝜃) to a given type 
§ There is the problem of revealing one’s type 𝜃 to the mechanism
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…

𝜃!

𝜃"

𝜎!(𝜃!))

𝜎"(𝜃"))

Orignal 
mechanism 𝑀

…

new mechanism 𝑀′

outcome
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Relations to mechanisms in sociology 
§ First let me clarify: there is more 

to sociology than the  Boudon-
Cole diagram 

§ A key textbook of sociology by 
Coleman (90) has 1000 pages …
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Relations to mechanisms in sociology 
§ “Mechanisms” in sociology rather 

have a “causal” flavor, not a purely 
functional one as in MD

§ However, one might draw some 
analogies to MD concepts 
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{𝜃#} {𝜎∗(𝜃#)}

𝜎∗ ; 𝑓

𝑓
𝑔

Game setting; MD
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Other mechanisms 
§ We concentrated mainly on mechanisms for voting 

§ Other interesting mechanisms
§ Auctions
§ Public projects
§ Bilateral trading 

§ We will consider an example for an auction
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Automatic Mechanism Design
§ In these ages, crafting relevant artefacts (in particular for the mechanisms 

mentioned before) just by hand makes no sense

§ Early day research on automated MD (Sandholm 03)

§ Now, heavy use of ML techniques e.g., (Xiao 13, Anil/Bao 21)

§ ML techniques/concepts can also help in assessing mechanisms (e.g., in 
order to test how hard it is to learn a mechanism (Burka et al. 22))
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Vickrey Auctions
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Phone Call Competition Example
§ Customer wishes to place long-

distance call

§ Carriers simultaneously bid, 
sending proposed prices

§ Phone automatically chooses the 
carrier (dynamically)

§ (For a more recent example see: 
Ebay auctions)
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AT&T

MCI Sprint

$0.20

$0.18 $0.23
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Best Bid Wins with the announced offer price
§ Phone chooses carrier with 

lowest bid

§ Carrier gets amount that it bid

§ Carriers have an incentive to 
invest effort in strategic behavior
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AT&T

MCI Sprint

$0.20

$0.18 $0.23

“Maybe I can bid as 
high as $0.21...”
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Vickrey Auction: Best Bid Wins, Gets Second Price 
§ Phone chooses carrier with 

lowest bid

§ Carrier gets amount of second-
best price

§ Carriers have NO incentive to 
invest effort in strategic behavior

§ For a formalization 
see Appendix
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AT&T

MCI Sprint

$0.20

$0.18 $0.23

“I have no reason 
to overbid”
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Escaping the Impossibility
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Escaping impossibilities: MD with domain restrictions
§ We consider here only the the oldest and most 

famous domain restriction: single-peaked 
preferences 

§ Other well-known mechanism using domain 
restriction: VCG-mechanisms resting on quasi-
linear preferences
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Escaping impossibilities: MD with domain restrictions
§ A profile ≺ = (≺!, … ≺#) is single-peaked iff

there is a linear order ≤ (the dimension) on the 
alternatives  such that ≺" ranks 𝑥 above 𝑦
whenever 𝑥 is between 𝑦 and 𝑡𝑜𝑝(≺") according to 
≤. Formally: 
§ If 𝑦 < 𝑥 ≤ 𝑡𝑜𝑝(≺") then y ≺" x and 
§ If 𝑡𝑜𝑝 ≺" ≤ 𝑥 < 𝑦 then y ≺" x

§ Example: Agreeing on a quantity (say a budget  or 
the legal drinking age) 
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𝐶 = 𝑡𝑜𝑝(≺%&'( )
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Strategyproofness of the Median-Voter Rule
§𝑀𝑒𝑑𝑖𝑎𝑛&'()'(𝑠𝑒𝑡) = ½ quantile = that element in the ordered set such 

that half of the elements are less and half are larger than it

§ Example: Median* 	2, 5, 8, 12, 15 ) 	= 8

§ Median-Voter rule over given dimension ≤: 
Winner = Median*({top(≺!), …, 𝑡𝑜𝑝(≺#)})
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Strategyproofness of the Median-Voter Rule

Proof: 

§ W.l.o.g., manipulator’s top alternative is ≥ −larger than the median

§ If she declares a peak even ≥ −larger, nothing will change. If she declares 
a peak ≥ −smaller, either nothing will change, or the new winner will be 
even worse.
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Theorem (Folklore) 

If an odd number of voters have preferences that are single-peaked 
w.r.t.≥ then the median-voter rule is strategyproof

W.l.o.g. = without loss of generality
(mathematicians’ speak for “I am 
to lazy to do obvious proof work “)
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Computational Barriers to Manipulation
§ Prevent manipulation by making it hard to accomplish
§ This makes sense if the collective outcome determination is easy 

§ “Hardness” is explicated according to complexity theory: make 
manipulation w.r.t. 𝐹 not scale with the size of the input preference 
profile regarding time or memory consumption 
§ For example, if time to manipulate grows linear with the size of the 

profile, then manipulation is not hard. If it grows exponentially, it is hard

§ If hardness holds, call 𝐹 resistant to manipulation
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Computational Barriers to Manipulation
§ Unfortunately: Does not work for many voting rules

§ Notable exception: Single transferable vote (STV)

§ STV generalizes instant run-off: instead of a single 
winner it considers a set of winners 
(as representatives)  

§ Theorem: STV manipulation is NP hard 
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STV ballot
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Computational Barriers to Manipulation
§ Theorem: STV manipulation is NP hard 

§ Theorem says: manipulating STV voting  will need at 
least exponential time (on a deterministic machine) –
assuming 𝑁𝑃 ≠ 𝑃

§ Practical significance of these results is debatable, in 
particular when they presuppose that there are many 
alternatives

§ See (Conitzer/Walsh 16)
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Informational Barriers to Manipulation
§ Remember the examples for manipulation: requires full knowledge of the 

others preference (and the fact that they do not try to manipulate)

§ Consider partial information about profile, given say by an opinion poll 
that returns the winner of the election 
§ Formally, 𝑖 gets only the information  𝜋([≺]) for some function 𝜋
§ Now 𝑖 has to consider the following set of profiles to be equally possible: 

𝑊"
+([≺]) = { ≺$ ∣ 𝜋 ≺ = 𝜋 ≺$ and ≺"=≺"$}
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Informational Barriers to Manipulation
§ Now, (a cautious) 𝑖 will manipulate using ≺"$ only if 

§ doing so is strictly better for her in at least one profile in 𝑊"
+([≺])

§ and no worse in any of the others.

§ Limited positive results to date. One exception: 

§ Observation: Veto rule is strategyproof when voters only have winner 
information 

§ Remark: Much underexplored research direction (Reijngoud/Endriss 12) 
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Conclusion & Outlook
§ Mechanism design is the natural 

generalization of research in social 
choice and game theory 

§ Continuation of this work required 
to make it more applicable to 
systems of human and artificial 
agents 

§ Logic, logic, and – well  – logic

§ We start with first-order logic 

§ We will see some examples of 
NGT, GT, MD formalized in a logic 
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Thanks for your attention!

Winter term 25/26
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Formalization: Vickrey Auctions
§ Each agent 𝑖 has a true value 𝑣" for 

the object in the auction

§ Strategy : b" 𝑣" ∈ [0,∞)

§ 𝑏∗ ≔ 2nd best bid

§ Utilities: 

𝑢" 𝑏", 𝑏1" = n𝑣" − 𝑏
∗, 𝑏" > 𝑏∗

0, 𝑜𝑡ℎ𝑒𝑟𝑤𝑖𝑠𝑒

§ The mechanism is incentive 
compatible in dominant strategies
§ 𝑏$ ≔ max

232
𝑏2

§ 𝐼𝑓 𝑏$ < 𝑣", then any bid 𝑏" 𝑣"
≥ 𝑏′ is optimal 

§ 𝐼𝑓 𝑏$ > 𝑣", then any bid 𝑏" 𝑣"
≤ 𝑏′ is optimal 

§ So 𝑏" 𝑣" = 𝑣" (truth telling) is 
optimal 
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Formalization: Vickrey Auctions
§ Each agent 𝑖 has a true value 𝑣" for 

the object in the auction

§ Strategy : b" 𝑣" ∈ [0,∞)

§ 𝑏∗ ≔ 2nd best bid

§ Utilities: 

𝑢" 𝑏", 𝑏1" = n𝑣" − 𝑏
∗, 𝑏" > 𝑏∗

0, 𝑜𝑡ℎ𝑒𝑟𝑤𝑖𝑠𝑒

§ The Vickrey Auction leads to 
games where the dominant 
strategy is pareto optimal
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