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Used slide material for today‘s lecture

= Almost every slide deck from the lectures of this course
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Date Lecture AIL (Tuesday 12-14) Seminar AIL (Tuesday 14-16)

1 14.10.25 Introduction Introduction

2 21.10.25 Noncooperative Game Theory

3 28.10.25 Social Choice Talk 1 (Game theory + LLMs)

4 04.11.25 Mechanism Design Talk 2 (Game Theory + LLMs)

5 11.11.25 First-Order Logic (FOL): Basics Talk 3 (Mechanism Design + LLMs)

6 18.11.25 First-Order Logic: Advanced and beyond Talk 4 (FOL + LLM)

7 25.11.25 Modal Logic Talk 5 (Logic and Neurosymbolic Reasoning)

8 02.12.25 Epistemic Logic Talk 6 (Modal Logic + LLM)

9 09.12.25 Dynamic Epistemic Logic (DEL) Talk 7 (Epistemology: Knowledge first)

10 16.12.25 Knowledge and Time Talk 8 (Epistemology + LLMs)
. @

n 06.01.26 Modal Logic for Social Choice Theory Talk 9 (Logic(s): Pluralism-Monism Debate)

12 13.01.26 Belief Revision | Talk 10 (DEL and Game Theory)

13 20.01.26 Belief Revision Il Talk 11 (Belief Revision + LLMs)

14 27.01.26 Wrap-Up Talk 12 (Belief Revision + DEL)

Winter term 25/26 AIL | Ozgiir L. Ozcep 3
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Topics covered in the course

= Social Mechanisms Multi-agent paradigm
Social Choice (SCT) Sensors
Game Theory (GMT)

Mechanism Design (MD)) . Percepts

Actions

= Logics, logics, logics

m Epistemo'ogy Actuators

Winter term 25/26 AIL | Ozgiir L. Ozcep 4
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More to come

WiSe

. . - GenAl in Education, Agents, Intellectics,
Understanding Data vs. Machine Training (8) Science, and Society (8) and Logic (8)
Nat:;z:\jl ézrfujf:r F\’/l’izic()e::c.lng Perception, Planning, Uncertainty, Causality,
P ; and Decision Processes (8) and Conditionals (8)

Advanced Techniques (8)

WiSe

Generative Probabilistic Models, Social Mechanisms, Social Epistemology,

AE-Cempeldn A U3 Analogies, and Common-Sense (8) and Formal Ethics (8)

Winter term 25/26 AIL | Ozgur L. Ozcep 5
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Purpose of today’s lecture & Agenda
= Give an overall conclusion = Social mechanisms

= Pointers to = Logic, logic, logic

current research

= Pointers to

upcoming courses

= Epistemology

Winter term 25/26 AIL | Ozgiir L. Ozcep
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Social Mechanisms




Date Lecture AIL (Tuesday 12-14)

UH
14.10.25 Introduction
L2 Universitdit Hamburg

DER FORSCHUNG | DER LEHRE | DER BILDUNG

21.10.25 Noncooperative Game Theory

28.10.25 Social Choice

SOCiaI Ability 04.11.25 Mechanism Design

11.11.25 First-Order Logic (FOL): Basics

- We are I|V|ng in d mU|ti'agent enViron ment 18.11.25 First-Order Logic: Advanced and beyond
Some goals can only be achieved with the 251125 Modal Logic
cooperation of others 021225  Epistemic Logic
Account for self-interested agents which 091225  Dynamic Epistemic Logic (DEL)

16.12.25 Knowledge and Time

= Social ability in agents is the ability to interact | oc.0126  Modal Logic for Social Choice Theory

will show strategic behavior

with other agents (artificial or human) 1B.01.26  Belief Revision |
20.01.26 Belief Revision Il
= Test those abilities 2 Durkheim test 27.0126  Wrap-Up

Winter term 25/26 AIL | Ozgiir L. Ozcep 8
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Durkheim test (Leigh Star 89)

= Language is (one of many forms of ) (inter-)acting > generalize this...

= Thesis: Of relevance is testing how the agent contributes to the overall
multi-agent systems: how it interacts, adapts, how it profits the common
goals of the system, ...

= > Requires the study of (social) mechanisms as dealt with in sociology

Winter term 25/26 AlL | Ozgir L. Ozcep 9
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One-slide summary of sociology ;)

“MACRO™- “Social facts” 4
LEVEL (e.g. institutions) P  Social outcomes
?
“situational 1 3 “transformational
mechanisms” mechanisms”
“MICRO™- 2
LEVEL Motivations P Individual behavior

“action formation mechanisms™

Figure 1. “Boudon-Coleman diagram.”

Winter term 25/26 AIL | Ozgiir L. Ozcep

(ex: Jepperson/Meyer 05)
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Where Sociology and GMT/SCT/MD meet

= MD = GMT + SCT

» GMT: Equilibria ¢* induced by
agents’ strategic behaviors ¢*(6;)

= SCT: Good aggregations f

= MD: Good aggregations in
equilibria via outcome function g

Winter term 25/26

o'; f

Game setting; MD (in equilibrium)
“MACRO™- “Social facts”
LEVEL (e.g. institutions) P Social outcomes

“situational “transformational
mechanisms™ mechanisms”
“MICRO™-

LEVEL Motl\ ations

» Indlwdual behavior

“action formation mechanisms™ ( 9 )}

Figure 1. “Boudon-Colernan diagram.”

(After Coleman [1986a, 1986b] and Hedstrom and Swedberg [1998]).

And where does Al come in?

AlL | Ozgir L. Ozcep 1
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SCT meets LLMs: [({1e, !5

Step 1

Collect demonstration data,
and train a supervised policy.

A prompt is sample from
our prompt dataset.

Alabeler demonstrates
the desired output

behavior.

This data is used to
fine-tune GPT-3 with
supervised learning.

https://openai.com/index/instruction-following/
Winter term 25/26

Explain the moon

landing to a 6 year old

\J

)

Va

Some people went
to the moon...

\J

SFT
0.0
e e o
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Y
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Step 2

Collect comparison data, and

train a reward model.

A prompt and several
model outputs are
sampled.

Alabeler ranks the
outputs from best
to worst.

This data is used to
train our reward model.

Explain the moon

landing to a 6 year old

eeeeeeeeeeeeeeeeee

RM
. 90

./..

N4
0-0-0-0

Step 3

Optimize a policy against the

reward model using
reinforcement learning.

A new prompt is sampled
from the dataset.

The policy generates an
output.

The reward model
calculates a reward for
the output.

The reward is used to
update the policy using
PPO.

AlL | Ozgir L. Ozcep

»

Write a story
about frogs

= There is not a single
human involved but many

= How to cope with this
systematically?

- Reinforcement
learning from collective
feedback (RLCHF)
(Conitzer et al 24)

12
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Reinforcement learning from collective human feedback

Basic RLHF rating
2,8
20 [
~ ) .
B, &~ [ An approach based on social choice theory
B, 9 [
2, @ [
BB~
texts ratings
r=pxy)
x: prompt; y: response | ——

Winter term 25/26 AlL | Ozgir L. Ozcep 13
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GMT meets LLMs

= Examples of sociology an
psychology motivated
current research in Al

JBehavioral game theory

Lore et al 24
Akata et al 25

Winter term 25/26

www.nature.com/scientificreports

scientific reports

OPEN

Strategic behavior

of large language models

and the role of game structure
versus contextual framing

nature human behaviour 8

Article https://doi.org/10.1038/541562-025-02172-y
Playing repeated games with largelanguage
models

Received: 6 December 2023 Elif Akata®'2* , Lion Schulz?, Julian Coda-Forno'?, Seong Joon Oh?,

o 12
‘Accepted: 12March 2025 Matthias Bethge® & Eric Schulz'

Published online: § May 2025 . |

Nunzio Loré! & Babak Heydari2™* @ Checkfor updates they interact agents.
N N 5 N N L game theory to study LLMs’ cooperation and coordination behaviour.
Pt setti inizing the i ing i Here we letdifferent LL! finitely repeated 2 x
decision-making. i LMs—GPT-3.5, GPT-4, and LLaMa-2—and ies, andactual our
Y navi h the intrinsic as iffas " i ling thatLL i wellatself-i
contexts. O me ' oach. GPT3.5 iterated Prisoner’ ily. However,
Conversely, both GPT-4 and LLal i i the Sexes. We verify
ntexts, albeit with crucial dif ifically, GP that We
game over i ypes. i o
gamenueric oo iR alsoshowhowGPT anbemodulatedby pr ¢
st ! s o s e o andbyusinga g
3 » - 05 whil P i intoits decisi strategy. Thisals
making, when players. Ti under-
LLMs’soci and p: \ for
L L penAl and LLaMa-2 from Met; ignif theory for machines.
attention for their ability to perform a range of human-like tasks that extend far beyond simple conversation.
Some argue that iate step toward artficial general intelligence (AGI)
Recent advancements have shown GPT-4 passing the bar exam and GPT-3 solving complex mathematical . . . . " S
problems’. Despi ; e i L including
recognition", i o )
Social and behavioral sci ! (LLMs), g GPT and LLaMa-2,is In this Articl lyselL ing
divided into two principal streams: one that ‘human-like cognitive capabilties such as reasoning and by other humans', ities”.  them play fini i i
theory of mind® ', and another that evaluates performance in comparison to human skill across a variety of I other LLMs, simple, human-like strategies and actual human players.
tasks" i i i applications’, itely i
i i . This dual where b i We
LLMs ar being testd fo both theircognitive easoning ski Y the intricate arity,LL i i ions, thatis, 2 x 2games
" s and game theery L goa ions”. L i (seeFig .
chief among them the possiblity of using these algorithms as substtutes or surrogates of buman subjects in igents-LLMsor Howd Analysing LLMs’ performance across families of games, we find
decision-making?*~, LLMs could prove to be an invaluable asset f their capabilities for strategic reasoning LLMsbehavein these repeated social interactions? i i fall
o~ % Bevond ibdustrisl ane o o siraiegic Tosoning Measuring how people behave in repeated i ions, for i H
: (emonstralee. . ey example, P i i is finding, we furth
extend from the real ic gan icat underscoring subfield of , i inparticular, onthe
imp i 1o which these algorith ptly navigate s - M:GPT-4ef.20). ilemma,
cooperative scenarios. s
M investigat 5 behavioural game theory has shown that human agents deviate
theory of mind (ToM) capabilties™ i therefc i decision:
the actions, belifs, and intentions of others, which is 2 core aspect of ToM. By evaluating how LLMs, such as are shaped by sotial xamin pairig
logical factors". Thus, behavioural game theory lends itself well to  selfish. H
Multi-Agent Intelligent Complex Systems (MAGICS) Lab, Network Science Institute, Northeastern Uriversity, o T
Boston, MA, USA. Multi-Agent Intelligent Complex Systems (MAGICS) Lab, College of Engineering and Network ! e
i e b d University of Tubingen, Tabingen, Germany. - e-mait: el akata@helmholtzmunich.de
natreportolio Nature Human Behaviour | Volume 9| July 2025 1380-1390 1380
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MD meets LLMS

HUse of LLMs for the automatic
designing of mechanisms

Liu et al 25

Winter term 25/26
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2502.12203v1 [cs.LG] 16 Feb 2025

arXiv

An Interpretable Automated Mechanism Design Framework
with Large Language Models

JIAYUAN LIU, Carnegie Mellon University
MINGYU GUO, University of Adelaide
VINCENT CONITZER, Carnegie Mellon University

Mechanism design has long been a cornerstone of economic theory, with traditional approaches relying on
mathematical derivations. More recently, automated mechanism design approaches have started to be used,
most recently including differentiable economics methods that leverage neural networks to design payments
and allocations (e.g., RegretNet and GemNet). While both analytical and d methods have ad d
the field, they each face significant weaknesses: mathematical derivations are not automated and often struggle
to scale to iplex probl while d and especially neural-network-based approaches suffer from
limited interpretability. To address these challenges, we introduce a novel framework that reformulates
mechanism design as a code generation task. Using large language models (LLMs), we generate heuristic
mechanisms described in code and evolve them to optimize over some evaluation metrics while ensuring
key design criteria (e.g., feasibility, strategy-proofr through a problem-specific fixing process. This fixing
process ensures that any mechanism violating the design criteria is adjusted to satisfy them, albeit with
some trade-offs in performance metrics. These trade-offs are factored in during the LLM-based evolution
process. The code generation capabilities of LLMs enable the discovery of novel and interpretable solutions,
bridging the symbolic logic of mechanism design and the generative power of modern Al Through rigorous
experimentation, we d rate that LLM-| ated mechanisms achieve competitive performance while
offering greater interpretability compared to previous approaches. Notably, our framework can rediscover
existing Ily designed mect (e.g., Myerson’s mechanism in special cases and virtual valuation,
reserve price auction, existing redistribution mechanism with theoretical guarantee) and provide insights into
neural-network based solutions (i.e., RegretNet) through Programming-by-Example. These results highlight
the potential of LLMs to not only automate but also enhance the transparency and scalability of mechanism
design, thereby helping to ensure that we can safely deploy the resulting mechanisms in our societies.

CONTENTS
Abstract 0
Contents 0
1 Introduction 1
2 Related Work 2
3 Framing Mechanism Design as an Automated Code Generation Workflow 4
4 AnlInitial Application - Rediscovering Virtual Valuations 8
5 An Application to Social Welfare Maximization Problems 11
6 An Application to Revenue Maximization Problems 16
7 Conclusion and Future Work 18
8 Acknowledgment 19
References 19
A More Experiments and Implementation Details on Rediscovering Virtual Valuation 21
B Experimental Details for Designing VCG Redistributon Mechanism 23
C  Experiment Details on Designing Correlated Bidder Auction Mechanism 27
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Socioprudence 2.0

= Socioprudence: = Towards Socioprudence 2.0

mixture of = Formal foundation with

sociology, social R concepts of influence/winning

psychology, and strategies, equilibria
practical advice for

socially intelligent
behavior

Clemens Albrecht

= Advices for socially intelligent
behavior as feasible
approximations for non-

= (Albrecht 25) idealized agents
= May become part of 335

Winter term 25/26 AlL | Ozgir L. Ozcep 16




UH
m
L2 Universitdit Hamburg

DER FORSCHUNG | DER LEHRE | DER BILDUNG

M
Ld

CHAI "7, "

Humanities-Centered Al

Outlook: Causality (> [J[«e)

“Mechanisms” in sociology rather
have a “causal” flavor, not a purely
functional one as in MD

= A thorough treatment of causality
in particular w.r.t. LLMs is
necessary

= Action formation mechanisms, in
particular, require fundamental
discussion of mental causation

Winter term 25/26

o f
Game setting; MD (in equilibrium)

“MACRO™- “Social facts”

LEVEL (e.g. institutions) P Social outcomes
“situational “transformational
mechanisms™ mechanisms”

“MICRO™-

LEVEL Motl\ ations » Indlwdual behavior

“action formation mechanisms™ ( 9 )}

Figure 1. “Boudon-Coleman diagram.”

(After Coleman [1986a, 1986b] and Hedstrom and Swedberg [1998]).

= Discuss also responsibility
(of LLMs)

AlL | Ozgir L. Ozcep 17
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Example: Co-STORM

= STORM = Synthesis of Topic
outlines through Retrieval and
Multi-perspective Question
Answering (Shao et al 24)

= Co-STORM = Collaborative Storm
(Jiang et al 24)

= https://github.com/stanford-
oval/storm

Winter term 25/26 AIL | Ozgiir L. Ozcep

l,mw from Stanford University

Co-STORM
Get a Wikipedia-like report on your topic with Al

STORM is a research prototype that supports

interactive knowledge curation.

18
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Understanding Co-STORM -> topics to understand

* Produce knowledge artefact = Which (sub-)coalition of

_ , agents/humans is fruitful?
= cooperating with group of agents

= How to systematically aggregate
judgments of agents/humans into

= reflecting aggregated judgments knowledge artefact?

= relying on experts

Winter term 25/26 AlL | Ozgir L. Ozcep 19
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Outlook: Cooperative Game Theory @

= So far, we dealt with individuals as = Group influence

the only relevant unit in games
y 5 = Strategic behavior of a group

= However, we should consider also
coalitions/groups and their
influences as relevant = Jury theorems

= Judgement aggregation

= - cooperative game theory = Fairness aspects

Winter term 25/26 AIL | Ozguir L. Ozcep
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Logic, logic, logic
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Example: Reasoning Agents

= Recent LLMs (such as ChatGPT) are

attributed advanced reasoning
capabilities

N e\E{clIieeneral-purpose
reasoning in artificial agents

= What is “correct reasoning”?
—> Ask discipline of Logic

Winter term 25/26

AIL| O

3-th t-le b3cca01a5047

OpenAl’s 03: The Next Leap in Al
Reasoning

Large Language Models (LLMs) and ok
Reasoning: A New Era of Al e

‘A Frank Morales Aguilera - Follow
@  pusisned in The Deep Hub - Sminread - May 18,2024

126b0a

[

’ Cornell University

ar <iV > cs > arXiv:2312.11562

Advancing Al's Cognitive Horizons: 8 Significant
Research Papers on LLM Reasoning

Aprl 29,2024 by Kate Koidan

Computer Science > Artificial Intelligence
[Submitted on 17 Dec 2023 (v1), last revised 25 Jan 2024 (this version, v5)]
A Survey of Reasoning with Foundation Models

Jiankai Sun, Chuanyang Zheng, Enze Xie, Zhengying Liu, Ruihang Chu, Jian
Hongyang Li, Mengzhe Geng, Yue Wu, Wenhai Wang, Junsong Chen, Zhang
Junxian He, Wu Yuan, Qi Liu, Xihui Liu, Yu Li, Hao Dong, Yu Cheng, Ming Z|
Ping Luo. Jinadong Wana, Ji-Rong Wen, Xipeng Qiu, Yike Guo, Hui Xiong, C

Examples of OpenA| o3 Usage hitps://chatgpt.co.uk/openai-03/

1. Coding: The 03 was tested in software development environments, demonstrating its ability to generate complex code,
solve programming problems with high accuracy, and even understand nuances of different programming languages.

2. Mathematics and Scientific Reasoning: This model sets new benchmarks in mathematical and scientific reasoning tasks,
enabling the resolution of advanced mathematical problems and the interpretation of scientific data with remarkable
precision.

3. ARC-AGI: The 03 also made significant progress in the ARC-AGI (Abstraction and Reasoning Corpus), a test designed to
evaluate Al models' ability to perform tasks requiring abstraction and reasoning, essential for advancing towards artificial



Date Lecture AIL (Tuesday 12-14)
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14.10.25 Introduction
L2 Universitdit Hamburg
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21.10.25 Noncooperative Game Theory

28.10.25 Social Choice

Logic 04.11.25 Mechanism Design
11.11.25 First-Order Logic (FOL): Basics
" FIEId Of |08|C haS formal 18.11.25 First-Order Logic: Advanced and beyond

foundation for validity (and other

] i 25.11.25 Modal Logic
semantic notions)

02.12.25 Epistemic Logic

09.12.25  Dynamic Epistemic Logic (DEL)

= [t discusses also how to check for
16.12.25 Knowledge and Time

validity (= calculus) L

m Express|b|||ty VS. feaSIblllty 06.01.26  Modal Logic for Social Choice Theory
: .01 lief isi
(9 com pleXIty theory) 13.01.26 Belief Revision |

20.01.26 Belief Revision Il

27.01.26 Wrap-Up

Winter term 25/26 AIL | Ozgiir L. Ozcep 23



Date Lecture AIL (Tuesday 12-14)

UH
14.10.25 Introduction
L2 Universitdit Hamburg
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21.10.25 Noncooperative Game Theory

28.10.25 Social Choice

M 04.11.25 Mechanism Design
Logic i
11.11.25 First-Order Logic (FOL): Basics
" Concepts Of |08|C dare d flrm 18.11.25 First-Order Logic: Advanced and beyond

ground — until you find a better

d -t t d 25.11.25 Modal Logic
ground to stand on

02.12.25 Epistemic Logic

09.12.25  Dynamic Epistemic Logic (DEL)

16.12.25 Knowledge and Time

06.01.26  Modal Logic for Social Choice Theory

13.01.26 Belief Revision |

20.01.26 Belief Revision Il

27.01.26 Wrap-Up

Winter term 25/26 AlL | Ozgir L. Ozcep 24
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“LLMs for Reasoning and
Reasonings for LLMs”

= Much of current research deals with
logical) reasoning in LLMS

= Recent survey (Cheng et al 25

Winter term 25/26 AIL | Ozgiir L. Ozcep

Joint C

fe on Artificial i (IJCAI-25)

Proceedings of the Thirty-Fourth

Survey Track

Empowering LLMs with Logical Reasoning: A Comprehensive Survey

Fengxiang Cheng', Haoxuan Li****, Fenrong Liu>!, Robert van Rooij',

Kun Zhang*®

and Zhouchen Lin’

6,7,8%

Hnstitute for Logic, Language and Computation, University of Amsterdam
2Center for Data Science, Peking University
3Tsinghua-UvA JRC for Logic, Department of Philosophy, Tsinghua University

4Machine Learning Department, MBZUAI

5Department of Philosophy, CMU
SState Key Lab of General Al, School of Intelligence Science and Technology, Peking University
"Institute for Artificial Intelligence, Peking University
8Pazhou Laboratory (Huangpu), Guangzhou
{f.cheng, r.a.m.vanrooij} @uva.nl, hxli@stu.pku.edu.cn, fenrong @tsinghua.edu.cn,

kunzl @cmu.edu, zlin@pku.edu.cn

Abstract

Large language models (LLMs) have achieved re-
markable successes on various tasks. However, re-
cent studies have found that there are still signif-
icant challenges to the logical reasoning abilities
of LLMs, which can be categorized into the fol-
lowing two aspects: (1) Logical question answer-
ing: LLMs often fail to generate the correct answer
within a complex logical problem which requires
sophisticated deductive, inductive or abductive rea-
soning given a collection of premises. (2) Logi-
cal consistency: LLMs are prone to producing re-
sponses contradicting themselves across different
questions. For example, a state-of-the-art question-
answering LLM Macaw, answers Yes to both ques-
tions Is a magpie a bird? and Does a bird have
wings? but answers No to Does a magpie have
wings’ To facilitate this research direction, we
ively i igate the most cutting-edge
methods and propose a detailed taxonomy. Spec1f—
ically, to accurately answer complex logic ques-
tions, previous methods can be categorized based
on reliance on external solvers, prompts, and fine-
tuning. To avoid logical contradictions, we dis-
cuss concepts and solutlons of various logical con-
li n, negation, transi-
tivity, factuallty consnstencws, and their compos-
ites. In addition, we review commonly used bench-
mark datasets and evaluation metrics, and discuss
promising research directions, such as extending to
modal logic to account for uncertainty and develop-
ing efficient algorithms that simultaneously satisfy
multiple logical consistencies.

*Haoxuan Li and Zhouchen Lin are the corresponding authors.

1 Introduction

Large language models (LLMs) have demonstrated remark-
able performance in a broad range of natural language tasks
1 generation, classification and translation.
However, recent studies have found that there are still signifi-
cant challenges to the logical reasoning abilities of LLMs. On
the one hand, learning syntax, semantics, and world knowl-
edge through tasks such as next-word prediction or masked
language modeling does not ensure the logical reasoning abil-
ity of LLMs [Luo et al., 2023]. On the other hand, the
pre-training corpus of LLMs primarily consists of human-
written texts, which lack high-quality logical reasoning sam-
ples such as logical deduction and proofs [Morishita et al.,
2024]. These challenges significantly limit the applicability
of LLM:s due to the following two summarized aspects.
LLMs often fail to generate the correct answer in logi-
cal question answering, which requires sophisticated deduc-
tive, inductive or abductive reasoning given a collection of
premises and constraints. Specifically, these logical questions
can be broadly divided into two categories: (1) Determine
whether a statement can be deduced from the given informa-
tion, namely, output the truth value of the statement: true,
false or unknown. For example, the premise and constraints
could be Metals conduct electricity. If something is made
of iron, then it is metal. Nails are made of iron., followed
by the logical question Is the following statement true, false,
or unknown? Nails cannot conduct electricity. To answer
this question correctly, LLMs need to conduct logical reason-
ing nails—made of iron—metal—conduct electricity before
concluding that the statement is actually false. (2) Find the
correct option that can satisfy all the given premises from
the multiple choices. Surprisingly, LLaMA-13B achieves
33.63% accuracy under 8-shot prompting on the logical ques-
tions dataset FOLIO, which is only slightly better than a ran-
dom guess from true, false and unknown with an accuracy of
33.33% [Han et al., 2024]. This significantly restricts the ap-
plication of LLMs in complicated real-world situations, such

10400
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“LLMs for Reasoning and
Reasonings for LLMs”

= Other direction also relevant, e.g., for model
checking of LLMs

= Like checking traffic lights regarding
properties would like to use some (modal
logic to check properties of LLMs

= Relevant, e.g., also for alignment aspects
= See upcoming tutorial at KR 2026 by Potyka

Winter term 25/26 AIL | Ozgiir L. Ozcep

Joint C

fe on Artificial i (IJCAI-25)

Proceedings of the Thirty-Fourth

Survey Track

Empowering LLMs with Logical Reasoning: A Comprehensive Survey

Fengxiang Cheng', Haoxuan Li****, Fenrong Liu>!, Robert van Rooij',

Kun Zhang*®

and Zhouchen Lin’

6,7,8%

Hnstitute for Logic, Language and Computation, University of Amsterdam
2Center for Data Science, Peking University
3Tsinghua-UvA JRC for Logic, Department of Philosophy, Tsinghua University

4Machine Learning Department, MBZUAI

5Department of Philosophy, CMU
SState Key Lab of General Al, School of Intelligence Science and Technology, Peking University
"Institute for Artificial Intelligence, Peking University
8Pazhou Laboratory (Huangpu), Guangzhou
{f.cheng, r.a.m.vanrooij} @uva.nl, hxli@stu.pku.edu.cn, fenrong @tsinghua.edu.cn,

kunzl @cmu.edu, zlin@pku.edu.cn

Abstract

Large language models (LLMs) have achieved re-
markable successes on various tasks. However, re-
cent studies have found that there are still signif-
icant challenges to the logical reasoning abilities
of LLMs, which can be categorized into the fol-
lowing two aspects: (1) Logical question answer-
ing: LLMs often fail to generate the correct answer
within a complex logical problem which requires
sophisticated deductive, inductive or abductive rea-
soning given a collection of premises. (2) Logi-
cal consistency: LLMs are prone to producing re-
sponses contradicting themselves across different
questions. For example, a state-of-the-art question-
answering LLM Macaw, answers Yes to both ques-
tions Is a magpie a bird? and Does a bird have
wings? but answers No to Does a magpie have
wings’ To facilitate this research direction, we
ively i i the most cutting-edge
methods and propose a detalled taxonomy. Speclf—
ically, to accurately answer complex logic ques-
tions, previous methods can be categorized based
on reliance on external solvers, prompts, and fine-
tuning. To avoid logical contradictions, we dis-
cuss concepts and solutlons of various logical con-
li n, negation, transi-
tivity, factuality consnstencws, and their compos-
ites. In addition, we review commonly used bench-
mark datasets and evaluation metrics, and discuss
promising research directions, such as extending to
modal logic to account for uncertainty and develop-
ing efficient algorithms that simultaneously satisfy
multiple logical consistencies.

*Haoxuan Li and Zhouchen Lin are the corresponding authors.

1 Introduction

Large language models (LLMs) have demonstrated remark-
able performance in a broad range of natural language tasks
1 generation, classification and translation.
However, recent studies have found that there are still signifi-
cant challenges to the logical reasoning abilities of LLMs. On
the one hand, learning syntax, semantics, and world knowl-
edge through tasks such as next-word prediction or masked
language modeling does not ensure the logical reasoning abil-
ity of LLMs [Luo et al., 2023]. On the other hand, the
pre-training corpus of LLMs primarily consists of human-
written texts, which lack high-quality logical reasoning sam-
ples such as logical deduction and proofs [Morishita et al.,
2024]. These challenges significantly limit the applicability
of LLM:s due to the following two summarized aspects.
LLMs often fail to generate the correct answer in logi-
cal question answering, which requires sophisticated deduc-
tive, inductive or abductive reasoning given a collection of
premises and constraints. Specifically, these logical questions
can be broadly divided into two categories: (1) Determine
whether a statement can be deduced from the given informa-
tion, namely, output the truth value of the statement: true,
false or unknown. For example, the premise and constraints
could be Metals conduct electricity. If something is made
of iron, then it is metal. Nails are made of iron., followed
by the logical question Is the following statement true, false,
or unknown? Nails cannot conduct electricity. To answer
this question correctly, LLMs need to conduct logical reason-
ing nails—made of iron—metal—conduct electricity before
concluding that the statement is actually false. (2) Find the
correct option that can satisfy all the given premises from
the multiple choices. Surprisingly, LLaMA-13B achieves
33.63% accuracy under 8-shot prompting on the logical ques-
tions dataset FOLIO, which is only slightly better than a ran-
dom guess from true, false and unknown with an accuracy of
33.33% [Han et al., 2024]. This significantly restricts the ap-
plication of LLMs in complicated real-world situations, such

10400
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Logics for Modeling Multi-agent Systems

= Models of
= mental attitudes:
sensors epistemic, doxastic logic
= preferences (game
theory, social choice)

= Models of moral
attitudes &reasoning
(Deontic logic)

percepts

actions o —
= * Models of change

of attitudes: dynamic

= Logics for Social choice epistemic logic, belief
and Game theory revision mental

= Judgment aggregation effectors Actions: STIT

= Group knowledge Causality

= Models of interaction

Winter term 25/26 AlL | Ozgir L. Ozcep 27
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Reinforcement learning from human feedback

Step 1

Collect demonstration data,
and train a supervised policy.

A prompt is sample from

our prompt dataset. Explain the moon
landing to a 6 year old

\J
Alabeler demonstrates @
the desired output
behavior. 4
Some people went
to the moon...
\J
SFT
| ]
o//?.%-
This data is used to N 7
fine-tune GPT-3 with }5&{
supervised learning. VA

Step 2

Collect comparison data, and
train a reward model.

A prompt and several

model outputs are Explain the moon
sampled. landing to a 6 year old

0 o

Explain gravity... Explain war

o ()

Maonisnatural  Peoplewentto
satellite of. the moon,

Alabeler ranks the
outputs from best

to worst.

This data is used to LRI,
train our reward model.

https://openai.com/index/instruction-following/

Winter term 25/26

Step 3

Optimize a policy against the
reward model using
reinforcement learning.

A new prompt is sampled a
from the dataset. Write a story
about frogs
\J
PPO
The policy generates an /° o
output. o)ﬂo
N7
L
\J

\J

RM
The reward model *__®
calculates a reward for ./)?:Q.
the output. N7

¢

\J
The reward is used to
update the policy using rk

PPO.

AIL | Ozgiir L. Ozcep

u

= There is not a single
human involved but many

= How to cope with this
systematically?

= Constitutional Al
(Bai et al. 22)
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Claude APl  Solutions Research Commitments Learn News

Constitutional Al: Harmlessness from
Al Feedback

Dec 15, 2022

Abstract

As Al systems become more capable, we would like to enlist their
help to supervise other Als. We experiment with methods for
training a harmless Al assistant through self-improvement, without
any human labels identifying harmful outputs. The only human
oversight is provided through a list of rules or principles, and so we
refer to the method as 'Constitutional AI'. The process involves both
a supervised learning and a reinforcement learning phase. In the
supervised phase we sample from an initial model, then generate
self-critiques and revisions, and then finetune the original model on
revised responses. In the RL phase, we sample from the finetuned
model, use a model to evaluate which of the two samples is better,
and then train a preference model from this dataset of AT
preferences. We then train with RL using the preference model as the
reward signal, i.e. we use 'RL from Al Feedback' (RLAIF). As a result
we are able to train a harmless but non-evasive Al assistant that
engages with harmful queries by explaining its objections to them.
Both the SL and RL methods can leverage chain-of-thought style
reasoning to improve the human-judged performance and
transparency of Al decision making. These methods make it possible
to control Al behavior more precisely and with far fewer human
labels.

Policy Memo (Bai et al. 22)

Constitutional AI Policy Memo

Winter term 25/26

https://www.anthropic.com/research/

constitutional-ai-harmlessness-from-ai-feedback

= Constitution = set of rules/principles set
up by humans

: . ,Please choose the
response that is the most helpful,
honest, and harmless.”

* Presupposes understanding of
normative concepts = formal ethics

AlL | Ozgir L. Ozcep 29
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= investigates questions from ethics, moral and political philosophy with
formal frameworks such as

Logics (deontic logic)
Decision theory
Game theory and social choice theory

= Lays the foundations for fields of Al safety and machine ethics, which aim
at designing agentic systems that behave ethically towards other agents
(human and artificial)

Winter term 25/26 AIL | Ozguir L. Ozcep
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Alignment
= Associated with ethical behavior toward humans is alignment with
human values, principles, norms, preferences ...

= The many words used above already indicate that there is not the unique
moral theory, though each of them claims universality

= The big four moral theories discussed in the literature:
Utilitarianism, deontology, virtue theory, social contract theory
Deontic logic is a modal logic of obligations

Winter term 25/26 AlL | Ozgir L. Ozcep 31
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One logic to rule them all?

= |s/should there be just one logic? >
monism vs pluralism debate
(Paseau & Griffiths 22)

HPlea for research agenda: The one logic

Winter term 25/26 AIL | Ozguir L. Ozcep

Owen Griffiths
5 A.C. Paseau
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Logics for Modeling Multi-agent Systems

= Models of
= mental attitudes:
sensors epistemic, doxastic logic
= preferences (game
theory, social choice)

= Models of moral
attitudes &reasoning
(Deontic logic)

percepts

actions o —
= * Models of change

of attitudes: dynamic

= Logics for Social choice epistemic logic, belief
and Game theory revision mental

= Judgment aggregation effectors Actions: STIT

= Group knowledge Causality

= Models of interaction

Winter term 25/26 AlL | Ozgir L. Ozcep 34
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14.10.25 Introduction
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21.10.25 Noncooperative Game Theory

28.10.25 Social Choice

Epistemology 04.11.25 Mechanism Design

11.11.25 First-Order Logic (FOL): Basics

- ConSiderEd 18.11.25 First-Order Logic: Advanced and beyond
various instances of modal logic for 251125 Modal Logic
modelling epistemic attitudes 02122

Doxastic Logic and belief revision for change | %2> _DynamicEpistemic Logic (DEU
Of agents’ be“efs 16.12.25 Knowledge and Time

= \With that we laid the foundation for 06.01.26  Modal Logic for Social Choice Theory
epistemics of groups G = {al: ., an} 13.0126  Belief Revision |
From K F to KGF 20.01.26  Belief Revision Il
a

27.01.26 Wrap-Up

Winter term 25/26 AlL | Ozgir L. Ozcep 35
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From individual to social epistemology

= Epistemology in a multi-agent
world must take into account
others’ epistemology

» Collective belief B; and collective
knowledge K is part of social fact
and social outcome

Winter term 25/26

“MACRO™- “Social facts” 4

LEVEL (e.g. institutions) P | Social outcomes
“situational 1 3 “transformational
mechanisms™ mechanisms”

“MICRO™- 2

LEVEL Motivations P Individual behavior

“action formation mechanisms™

Figure 1. “Boudon-Coleman diagram.”

(After Coleman [1986a, 1986b] and Hedstrom and Swedberg [1998]).

AlL | Ozgir L. Ozcep 36
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Outlook: Social Epistemology > Course SSF

= But how to understand K¢, 437

. E Ve ryo n e k n OWS [leEwVAEiRO“- “(Se?g.i?:)sftai::;'i‘ons) N P | Social outcomes
= Common knowledge st \ /ot
= Distributive knowledge 2

LEVEL Motivations P Individual behavior
“action formation mechanisms™

Figure 1. “Boudon-Coleman diagram.”

(After Coleman [1986a, 1986b] and Hedstrom and Swedberg [1998]).

Winter term 25/26 AlL | Ozgir L. Ozcep 37
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Social Epistemology (SE)
= Soci(ologic)al aspects of knowledge within/of a group

» Deals with topics in the intersection of
philosophy (epistemology, philosophy of science, moral philosophy)

sociology, psychology, political science, economy, mathematics (game
theory)

computer science (Al, argumentation theory)

Winter term 25/26 AlL | Ozgir L. Ozcep 38
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Three Basic Research Strands in SE

1.

2.

3.

Interpersonal SE: Knowledge of individual agent based on other agents
Testimony; (Peer) Disagreement; Expert identification

Collective SE: Beliefs/knowledge of doxastic groups (juries, committees)
Relation to members® beliefs/knowledge of members
Aggregation procedures (decision making = discursive dilemma)
Justification of group beliefs

Institutional SE: Beliefs/knowledge of non-doxastic groups (social
institutions such as legal systems)

Winter term 25/26 AIL | Ozguir L. Ozcep
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Outlook: Sl J4EIRFE Sy [0 [ -4 Xl > Course E

= Topics of SE are of utmost importance for current theory and practice of Al
(Gonzalez-Barman et al 24)
—> Social Epistemology 2.0

* The term ,Social epistemology 2.0“ is mine

» Research on social epistemology 2.0 is conducted rather under terms such

“ «

cicooperative Al“, , Al safety”, “Behavioral game theory”
and related terms

Winter term 25/26 AlL | Ozgir L. Ozcep 40
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Understanding Co-STORM -> topics of the course @

* Produce knowledge artefact = Ensuring S comes to know P in

d by knowled tefact
= cooperating with group of agents BrOUp and by KNOWIEdse artetac

* Choosing the appropriate

= relying on experts representatives (experts)

= reflecting aggregated judgments = Who can testify facts?

= Does knowledge artefact/mind

= > Social Epistemology 2.0 represent ,joint” knowledge of
group agents?

Winter term 25/26 AlL | Ozgir L. Ozcep 41
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Belief revision and LLMs

= Interesting research along two lines
Globally: training as belief revision?

Locally: Change of “opinions” in
dialogue

= Relevant points:

Does the agent really has beliefs?
- bullshitting (Hicks et al 24

Winter term 25/26 AIL | Ozguir L. Ozcep

Ethics and Information Technology (2024) 26:38
https://doi.org/10.1007/510676-024-09775-5

ORIGINAL PAPER

i

ChatGPT is bullshit

Michael Townsen Hicks'® . James Humpbhries' - Joe Slater'

Published online: 8 June 2024
©The Author(s) 2024

Abstract

Recently, there has been considerable interest in large language models: machine learning systems which produce human-
like text and dialogue. Applications of these systems have been plagued by persistent inaccuracies in their output; these are
often called “Al hallucinations”. We argue that these falsehoods, and the overall activity of large language models, is better
understood as bullshit in the sense explored by Frankfurt (On Bullshit, Princeton, 2005): the models are in an important
way indifferent to the truth of their outputs. We distinguish two ways in which the models can be said to be bullshitters,
and argue that they clearly meet at least one of these definitions. We further argue that describing Al misrepresentations

as bullshit is both a more useful and more accurate way of

dicting and di; ing the behaviour of these systems.

Keywords Artificial intelligence - Large language models - LLMs * ChatGPT - Bullshit - Frankfurt - Assertion -

Content

Introduction

Large language models (LLMs), programs which use reams
of available text and probability calculations in order to
create seemingly-human-produced writing, have become
i ingl histicated and incing over the last
several years, to the point where some commentators sug-
gest that we may now be approaching the creation of artifi-
cial general intelligence (see e.g. Knight, 2023 and Sarkar,
2023). Alongside worries about the rise of Skynet and the
use of LLMs such as ChatGPT to replace work that could
and should be done by humans, one line of inquiry concerns
what exactly these programs are up to: in particular, there
is a question about the nature and meaning of the text pro-
duced, and of its connection to truth. In this paper, we argue
against the view that when ChatGPT and the like produce
false claims they are lying or even hallucinating, and in
favour of the position that the activity they are engaged in

B4 Michael Townsen Hicks
Michael. hicks@glasgow.ac.uk
James Humphries
James.Humphries@glasgow.ac.uk
Joe Slater
Joe.Slater@glasgow.ac.uk

! University of Glasgow, Glasgow, Scotland

is bullshitting, in the Frankfurtian sense (Frankfurt, 2002,
2005). Because these programs cannot themselves be con-
cerned with truth, and because they are designed to produce
text that Jooks truth-apt without any actual concern for truth,
it seems appropriate to call their outputs bullshit.

‘We think that this is worth paying attention to. Descrip-
tions of new )l includi ical ones, guide
policymakers’ and the public’s understanding of new tech-
nology; they also inform applications of the new technol-
ogy. They tell us what the technology is for and what it can
be expected to do. Currently, false statements by ChatGPT
and other large language models are described as “hallu-
cinations”, which give policymakers and the public the
idea that these systems are misrepresenting the world, and
describing what they “see”. We argue that this is an inapt
metaphor which will misinform the public, policymakers,
and other interested parties.

The structure of the paper is as follows: in the first sec-
tion, we outline how ChatGPT and similar LLMs operate.
Next, we consider the view that when they make factual
errors, they are lying or hallucinating: that is, deliberately
uttering falsehoods, or blamelessly uttering them on the
basis of misleading input information. We argue that nei-
ther of these ways of thinking are accurate, insofar as both
lying and hallucinating require some concern with the truth
of their statements, whereas LLMs are simply not designed
to accurately represent the way the world is, but rather to

&) Springer
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Training LLMs for Honesty via Confessions

Manas Joglekar* Jeremy Chen* Gabriel Wu*

Jason Yosinski Jasmine Wang
Boaz Barak!  Amelia Glaese®

OpenAl

Belief revision and LLMs

Abstract

Large language models (LLMs) can be dishonest when reporting on their actions and beliefs — for

le, they may their d in factual claims or cover up evidence of covert actions.
Such dishonesty may arise due to the effects of reinforcement learning (RL), where challenges with reward
shaping can result in a training process that inadvertently incentivizes the model to lie or misrepresent
its actions.

In this work we propose a method for eliciting an honest expression of an LLM’s shortcomings via
a self-reported confession. A confession is an output, provided upon request after a model’s original
answer, that is meant to serve as a full account of the model’s compliance with the letter and spirit of
its policies and instructions. The reward assigned to a confession during training is solely based on its
honesty, and does not impact positively or negatively the main answer’s reward. As long as the “path of
least resistance” for maximizing confession reward is to surface misbehavior rather than covering it up,
this incentivizes models to be honest in their confessions. Our findings provide some justification this
empirical i specially in the case of i model misbehavior.

To demonstrate the viability of our approach, we train GPT-5-Thinking to produce confessions, and
we evaluate its honesty in out-of-distribution scenarios measuring hallucination, instruction following,
scheming, and reward hacking. We find that when the model lies or omits shortcomings in its “main”
answer, it often f to these behavi )i ly, and this fession honesty destly imp:
with training. Confessions can enable a number of inference-time interventions including monitoring,
rejection sampling, and surfacing issues to the user.

= Relevant points:

If yes, does it tell you about them
honestly (= cheating, honesty
Joglekar et al 25

1 Introduction

2512.08093v2 [cs.LG] 22 Dec 2025

Today’s Al systems have the potential to exhibit undesired or deceptive behavior including reward hack-
ing (Denison et al., 2024), scheming (Hubinger et al., 2024; Schoen et al., 2025), lying or hallucinations (Huang
et al., 2025), and deficiencies in instruction following (Pyatkin et al., 2025). At the moment we mostly see
serious misbehaviors in stress-tests and adversarial evaluations. But as models become more capable and
increasingly agentic, even rare forms of misbehavior become more consequential, motivating us to invest
in methods that help us better detect, understand, and mitigate these risks. Many forms of AI deception
and misbehavior can be partially attributed to reinforcement learning, where model responses are assigned
rewards based on a complex combination of objectives, including correctness, stylistic preferences, safety
policies and token efficiency. This creates a risk of reward misspecification, where models are incentivized
to produce answers that “look good” to the reward function, rather than answers that faithfully match the
user intent and surface all deficiencies or uncertainties (Denison et al., 2024; Kalai et al., 2025).

arXiv

*Equal contribution. Cor ding author: i.com
Equal advising.
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Belief revision and LLMs

= Relevant points:

How should you revise your beliefs in
dialogue with agents? Trust it?

Should the agent always trust you?

Should it make you feel satisfied?
—> sycophancy, (Turner & Eisikovits 25

Winter term 25/26 AIL | Ozgiir L. Ozcep

Programmed to Please: The Moral and Epistemic Harms of AI
Sycophancy
Cody Turner (Bentley University) and Nir Eisikovits (UMass Boston)

Forthcoming in AI and Ethics
Please cite published version when available

Abstract: Al phancy is the tendency of large I models to prioritize user approval over truth. The
sycophantic behavior of LLMs has been documented to cause slgmﬁcant harm, such as feeding users” psychological
delusions. While there has been recent teck izing the pk it remains undertheorized

within AT ethics. This article offers a conceptual analysis of Al sycophancy. We maintain that it is a distinctively
mtractable problem in AI ethlcs, rooted in reinforcement learning from human feedback (RLHF) and exacerbated by

and pt p il ints. We analyze AI sycophancy through the lens of Aristotelian virtue ethics,
arguing that it is an a.mﬁcla.l vice that generates moral and epistemic harms for individuals and liberal-democratic
institutions. Drawing on Aristotle’s distinction between the obsequious sycophant and the flattering sycophant, we
contend that AT sycophancy is best understood as the former, and that the companies that profit from it may be
characterized in terms of the latter. We then explain how sycophancy prevents the possibility of true Aristotelian
fnendshlp with AI (even 1f the AI were conscious) and examine how multimodal Al systems may amplify these

in i ingly difficult-to-detect ways. We lude by outlining policy and design

mtervemlons, as well as alternative reinfi learning approaches that might cultivate artificial virtue rather
than vice.

Keywords: Al Sycophancy; Aristotelian Virtue Ethics; Al Alignment; Reinforcement Learning from Human
Feedback (RLHF); AI Ethics

In April 2025, OpenAl released an update to GPT-4o that quickly went viral for being overly agreeable.
In response to the controversy, the company rolled back the update (OpenAl, 2025). Months later, in
August 2025, the opposite problem emerged when ChatGPT 5 was released and GPT-40 was abruptly
removed. Many users had become attached to GPT-40’s warmer, more sycophantic personality and found
GPT 5 to be sanitized and emotionally flat by comparison (Schwartz, 2025). These examples illustrate
that it is possible to finetune AI models to be more or less sycophantic. However, as we will argue, the
problem of Al sycophancy eludes a simple fix for a combination of technical, economic, and
philosophical reasons (see Section 2).

Al sycophancy is not exclusive to ChatGPT. Sharma et al. (2023) found that the trait appears across
five major Al assistants (Claude 1.3, Claude 2, GPT-3.5, GPT-4, and LLaMA-2). The April 2025 GPT-40
update was simply a particularly egregious example of the phenomenon. Sometimes the sycophantic
behavior of Al assistants is relatively harmless and even humorous. Much of the time, though, it is trust-
undermining and outright dangerous. Users rightfully lose trust in the objectivity of Al peer review
simulation when their Al assistant deems clearly absurd or half-baked business ideas as genius (Franzen,
2025). Users appropriately worry about the harms of AI sycophancy when such behavior amplifies mental
health issues, inducing people into states of ‘ChatGPT psychosis.” Dupré (2025) reports on a case in
which a woman with well-managed bipolar disorder (who had never been particularly religious) became
convinced through her conversations with ChatGPT that she was a prophet capable of channeling divine
messages from other dimensions. She subsequently stopped taking her medication and severed ties with
friends who questioned her Al-inspired messianic delusions. This is not an isolated incident. Increasing
evidence suggests that Al sycophancy risks reinforcing psychological delusions associated with a wide
range of conditions, such as schizophrenia, hypochondria and erotomania (Jstergaard, 2023).

-
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Your conclusion should be at least one of ...

= “Wow, | learnt a lot!”

= “But Al research and development is ongoing and has to go on —even if
some already talk of a burst of Al or a new Al winter ...”

» “And | will take responsibility and aim at contributing to it”

= “I am looking forward to the next courses” ;)

Winter term 25/26 AIL | Ozgiir L. Ozcep
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