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LLMs of the GPT family

Á Generate term papers

Á Generate code

Á Generate Powerpoint presentations

Á Generate useful completions of texts in Word?

Á ʶ

Á The latest version is GPT-5.1
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From Zero to ChatGPT

Lots of web text

davi nci

Lots of GitHub code
Lots of annotated 

data

Human judgements 

of response quality

Chat-oriented data

code-

davi nci - 002

t ext -

davi nci - 002

t ext -

davi nci - 003

davi nci -

3. 5- t ur bo

( Chat GPT)

Image: Graham Neubig, Large Language Models:
" /łƕĂʸƟ >ǗĊ ÍłĊǌʲ https://phontron.com/slides/neubig23llms.pdf
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Compatibility vs. Alignment in LLMs

Models like the original 
GPT-3 are misaligned

A model's capability is typically evaluated 
by how well it is able to optimize its 
objective function , the mathematical 
expression that defines the goal of the 
model

Alignment, on the other hand, is 
concerned with what we actually want 
the model to do versus what it is being 
trained to do

WiSe2025-2026 4
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Train on Curated Dataset
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Pre-Training & Fine Tuning

WiSe2025-2026 KĊŮ"V ˈ «àşĝ nƀşşĊƕʲ ±Ǘşǉłà nĊşǡĊƕ

Pretrained

Model

1) Download LM
pre-trained on large corpus  (in self-
supervisedfashion)

Embedding

2) Feature-basedtraining ("fine tuning")

on target task 
(supervised learning)

One or morelayers

Embedding & Training for Downstream Tasks

Trained

Fix

Transfer
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LlaMa(Large Language Model Meta AI)

Á https://llama.meta.com/

Á Code Llama: 
https://arxiv.org/pdf/2308.12950

Á Llama 2: 
https://llama.meta.com/llama2/

Á Llama 3: 
https://llama.meta.com/llama3/
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LLaMA vs Alpaca
RLHF Training

SFT Training

170B
7B

7B

Few-
Shot Relatively 

simple
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InstructGPT: Reinforcement Learning from Human Feedback (RLHF)

1. Pretraining a language model (LM), 

1. OpenAIused a smaller version of GPT-3 for its first popular RLHF model, 
InstructGPT

2. Gathering data and training a reward model (RM, aka preference model), and 

1. Get a model that takes in a sequence of text, and returns a scalar reward 
which should numerically represent the human preference

2. The training dataset of prompt-generation pairs for the RM is generated by 
sampling a set of prompts from a predefined dataset

3. Fine-tuning the LM with reinforcement learning

11
https://huggingface.co/blog/rlhf
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Train a Reward (Preference) Model

12

ELO rating: https:// en.wikipedia.org/wiki/ Elo_rating_system
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Reinforcement Learning

Á Policy is a language model that takes in a prompt and returns a sequence of text (or just probability 
distributions over text). 

Á The action space of this policy is all the tokens corresponding to the vocabulary of the language model 
(often on the order of 50k tokens) and 

Á the observation space is the possible input token sequences, which is also quite large (size of vocabulary 
^ number of input tokens). 

Á The reward function is a combination of the preference model and a constraint on policy shift. 

Á Fine-tuning some or all of the parameters of a copy of the initial LM with a policy-gradient RL algorithm, 
Proximal Policy Optimization (PPO) 

Á Parameters of the LM are frozen because fine-tuning an entire 10B or 100B+ parameter model is 
prohibitively expensive (for more, see Low-Rank Adaptation (LoRA) for LMs or the Sparrow LM from 
DeepMind)

13
https://huggingface.co/blog/rlhf
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RLHF

14
https://huggingface.co/blog/rlhf
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Proximal Policy Optimization (PPO)

Á Default reinforcement learning algorithm at OpenAI

WiSe2025-2026 KĊŮ"V ˈ «àşĝ nƀşşĊƕʲ ±Ǘşǉłà nĊşǡĊƕ15

Credits: Hung-yi Lee
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Basic Components
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Policy of Actor

WiSe2025-2026 KĊŮ"V ˈ «àşĝ nƀşşĊƕʲ ±Ǘşǉłà nĊşǡĊƕ17
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Actor, Environment, Reward
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AE and AR

WiSe2025-2026 KĊŮ"V ˈ «àşĝ nƀşşĊƕʲ ±Ǘşǉłà nĊşǡĊƕ21

Autoencoding (AE) Language Modeling: The AE language model aims to 
reconstruct the original data from 
corrupted input .

Corrupted input: The corrupted 
input means we use [MASK] to 
replace the original token

Example:
BERT

Can be implemented with self-attention
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AE and AR
Autoregressive (AR) language modeling:

Can also be implemented with 
attention  (GPT, not ELMO)

Á"Ů àƷƭŻƕĊĮƕĊƟƟłǉĊ ũŻĂĊşʸƟ 
output ht at time t depends on not 
just xt, but alsoall xs from previous 
time steps.

Ágiven a text sequence x = (x1̡  ˘ ˘ ˘ ʲ xT ), 
AR language modeling factorizes the 
likelihood into a forward 
product.ƍ˜ǔБ̋ƍ˜ǔƭǔ̍ϝƭ˝

ÁExamples: GPT , ELMO

WiSe2025-2026 KĊŮ"V ˈ «àşĝ nƀşşĊƕʲ ±Ǘşǉłà nĊşǡĊƕ22
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LLaDA: The Diffusion Model That Could Redefine Language Generation

ÁLarge Language Diffusion Models (LLaDA) introduces a different approach 
to current text  generation used in Large Language Models (LLMs). 

ÁUnlike traditional autoregressive models (ARMs), which predict text  
sequentially, left  to right , LLaDA leverages a diffusion -like process to 
generate text . Instead of generating tokens sequentially, it  progressively 
refines masked text  until  it  forms a coherent response.

Áhttps://medium.com/data -science-collective/llada-explained-how-
diffusion -could-revolutionize-language-models-950bcce4ec09

WiSe2025-2026 KĊŮ"V ˈ «àşĝ nƀşşĊƕʲ ±Ǘşǉłà nĊşǡĊƕ23
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LLaDA

WiSe2025-2026 KĊŮ"V ˈ «àşĝ nƀşşĊƕʲ ±Ǘşǉłà nĊşǡĊƕ24

Image created by Maxime Wolf
https:// medium.com/ data-science-collective/llada -explained-how-diffusion -could-

revolutionize-language-models-950bcce4ec09
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Summarization

Á Extractive Text Summarization
Á The traditional method with the main objective to identify the significant sentences 

of the text and add them to the summary. Note that the summary obtained 
contains exact sentences from the original text data. 

Á Can be done with encoder (e.g., BERT)

Á Abstractive Text Summarization
Á Theadvancedmethod, with the approach to identify the important sections, interpret 

the context and reproduce the text in a new way. This ensures that the core 
information is conveyed through the shortest text possible. Note that here, the 
sentences, in summary,are generated by the model, not just extracted from the 
original text data.

Á Need Decoder (e.g., GPT-x, PEGASUS)

WiSe2025-2026 GenAI ̍  «àşĝ nƀşşĊƕʲ ±Ǘşǉłà nĊşǡĊƕ 36
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Summarization with attention -based AE + AR 

WiSe2025-2026 KĊŮ"V ˈ «àşĝ nƀşşĊƕʲ ±Ǘşǉłà nĊşǡĊƕ37

Summarizer 

Document Set 

No recurrence in 
transformers???
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Universal Transformer

https://arxiv.org/abs/1807.03819
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Universal Transformer

WiSe2025-2026 KĊŮ"V ˈ «àşĝ nƀşşĊƕʲ ±Ǘşǉłà nĊşǡĊƕ39
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Interim Conclusion

ÁTransformers: Efficient, multi -modal data processors
ÁBasedon embedding technology

ÁPostneuralAI: Finally,ʹ"Vʺbecomeseffective
ÁHow much of our thoughts and conversation are just filling the gap reasoning?
ÁHow much of our thoughts and conversation are just next word prediction?
ÁWe just do not careaslong aswe havea real cool computing device
ÁExample: GPT

ÁRecapthe GPTfamily

WiSe2025-2026 KĊŮ"V ˈ «àşĝ nƀşşĊƕʲ ±Ǘşǉłà nĊşǡĊƕ40
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GPT-1 (2018)

Á Pre-cursor to BERT(2019)

Á Similar architecture and training procedures
Á117M parameters in GPT1vs. 340M for BERTLarge

Á Pre-training : Maximize data likelihood as a product of conditional
probabilities, trained on BooksCorpus
ÁPredicteachtoken basedon the k tokens (theʹúŻŮƭĊǔƭʺ˝that camebefore

Á Tobe fine-tuned for eachtask while also retaining the generative objective

Á Training and fine-tuning basedon gradient descent

WiSe2025-2026 KĊŮ"V ˈ «àşĝ nƀşşĊƕʲ ±Ǘşǉłà nĊşǡĊƕ41
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GPT-2: Multiple tasks supported

WiSe2025-2026 KĊŮ"V ˈ «àşĝ nƀşşĊƕʲ ±Ǘşǉłà nĊşǡĊƕ50
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GPT-2

ÁA general systemsshould learn to modelὖέόὸὴόὸȿὭὲὴόὸȟὸὥίὯ
ÁThe task can be specified in natural language,so language tasks can be framed as sequence-

to-sequencetext processing

ÁFind task by prompt classification (could be done with BERT)
ÁSequence-to-sequence: A problem formulated as receiving input in some modality and

producing output in some modality (instead of e.g. predicting probability for labels in a
specific task)
ÁGPT-2 is generatively trained on WebText data and not initially fine-tuned on anything else
ÁGPT-2 needsto be fine-tuned for handling specificcontexts well

WiSe2025-2026 KĊŮ"V ˈ «àşĝ nƀşşĊƕʲ ±Ǘşǉłà nĊşǡĊƕ51
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Larger and largermodels: E.g. GPT-3

WiSe2025-2026 KĊŮ"V ˈ «àşĝ nƀşşĊƕʲ ±Ǘşǉłà nĊşǡĊƕ52
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Trained on more and moredata

Á# tokens seen during training

Áhttps://babylm.github.io/
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IŻƷŮĂàƭłŻŮ nŻĂĊşƟʴ ʹ"ƍƍşłĊĂ nàúĹłŮĊ fĊàƕŮłŮĮʺ 8ĊƕĊŗ Hoiem
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Costs: Not for the faint -hearted

Á$2.5k - $50k (110 million  parameter model)

Á$10k - $200k (340 million  parameter model)

Á$80k - $1.6m (1.5 billion  parameter  model)
WiSe2025-2026 KĊŮ"V ˈ «àşĝ nƀşşĊƕʲ ±Ǘşǉłà nĊşǡĊƕ54

http://arxiv.org/abs/2004.08900

http://arxiv.org/abs/2004.08900
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Distillation to the rescue?

Á A.k.a. model compression

Á Idea has been around for a long time:
Á Model Compression (Bucilaet al,2006)
Á Distilling the Knowledge in a Neural Network (Hinton et al, 2015)

Á Simple technique:
Á Train ́ ºĊàúĹĊƕʺʴ Use SOTA pre-training + fine -tuning technique to  train model with maximum

accuracy
Á Label a large amount of unlabeled input examples with Teacher

Á Train ́ ±ƭƷĂĊŮƭʺʴ Much smaller model (e.g., 50x smaller) which is  trained to mimic Teacher
output

Á Student objective is typically Mean Square Error or CrossEntropy

WiSe2025-2026 KĊŮ"V ˈ «àşĝ nƀşşĊƕʲ ±Ǘşǉłà nĊşǡĊƕ55
Contextual Word Representations with  BERT and Other Pre-trained Language  Models
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Distillation

ÁExample distillation results

Á50k labeled examples, 8M 
unlabeled examples

ÁDistillation works much better than 
pre-training +  fine-tuning with 
smaller model 

WiSe2025-2026 KĊŮ"V ˈ «àşĝ nƀşşĊƕʲ ±Ǘşǉłà nĊşǡĊƕ56

Well-Read Students Learn  Better: On the Importance of  Pre-training 
CompactModels  (Turc et al, 2020)

Contextual Word Representations with  BERT and Other Pre-trained Language  Models
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A hypothesis:

ÁFinetuning mostly just picks up and tweaks _existing_ latent features

ÁThis requires an oversized model, because only a subset of the features are 
useful for any given task

ÁDistillation allows the model to only focus on thosefeatures

ÁSupporting evidence: Simple self-distillation of a small model
(e.g., distilling a smaller BERT  model) ĂŻĊƟŮʸƭwork very well

Why does distillation work so well? 

WiSe2025-2026 KĊŮ"V ˈ «àşĝ nƀşşĊƕʲ ±Ǘşǉłà nĊşǡĊƕ57

Contextual Word Representations with  BERT and Other Pre-trained Language  Models
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GPT-3: Add RLHF with PPO

https://huggingface.co/blog/rlhf

WiSe2025-2026 KĊŮ"V ˈ «àşĝ nƀşşĊƕʲ ±Ǘşǉłà nĊşǡĊƕ58
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Limitations of RL + Reward Modeling

ÁHuman preferences are unreliable!

Á̋ «ĊǌàƕĂ ĹàúŗłŮĮʺ łƟ à úŻũũŻŮ ƍƕŻöşĊũ łŮ «f

ÁChatbots are rewarded to produce 
responses that seem  authoritative and helpful, regardless of truth

ÁThis can result in making up facts

Á+ hallucinations

ÁModels of human preferences are even more unreliable!

ÁThere is a real concern of AI mis(alignment)!

WiSe2025-2026 KĊŮ"V ˈ «àşĝ nƀşşĊƕʲ ±Ǘşǉłà nĊşǡĊƕ59
https://openai.com/blog/faulty -reward-functions/
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GPT-3 Even more versatile w/ few-shot learning

WiSe2025-2026 KĊŮ"V ˈ «àşĝ nƀşşĊƕʲ ±Ǘşǉłà nĊşǡĊƕ60
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Example

ÁIn-context learning is competitive with models trained with much more 
labeled data and is state-of-the-art on LAMBADA (commonsensesentence 
completion) and TriviaQA(question answering)

ÁOther examples: Writing code from natural language descriptions, helping 
with app design mockups, and generalizing spreadsheet functions

WiSe2025-2026 KĊŮ"V ˈ «àşĝ nƀşşĊƕʲ ±Ǘşǉłà nĊşǡĊƕ61

https://ai.stanford.edu/blog/understanding -incontext/
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WiSe2025-2026 KĊŮ"V ˈ «àşĝ nƀşşĊƕʲ ±Ǘşǉłà nĊşǡĊƕ62

Zero-Shot

One-Shot

Few-Shot

Traditional Fine-Tuning

GPT-̬ ʹVŮ-2ŻŮƭĊǔƭʺLearning
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In-context learning: Analysis

ÁIn-úŻŮƭĊǔƭ şĊàƕŮłŮĮ ĂĊƟúƕłöĊƟ à ĂłĝĝĊƕĊŮƭ ƍàƕàĂłĮũ Żĝ ʹşĊàƕŮłŮĮʺ 

Áwhere the model is fed input normally as if it were a black box, 

Áand the input to the model describes a new task with some possible 
examples 

Áwhile the resulting output of the model reflects that new task as if the 
ũŻĂĊş ĹàĂ ʹşĊàƕŮĊĂʺ

ÁHow does this new paradigm compare to 
ʹƍƕĊƭƕàłŮ ϔ ĝłŮĊƭƷŮĊʺʮ

WiSe2025-2026 KĊŮ"V ˈ «àşĝ nƀşşĊƕʲ ±Ǘşǉłà nĊşǡĊƕ63
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TriviaQA

WiSe2025-2026 KĊŮ"V ˈ «àşĝ nƀşşĊƕʲ ±Ǘşǉłà nĊşǡĊƕ64
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WiSe2025-2026 KĊŮ"V ˈ «àşĝ nƀşşĊƕʲ ±Ǘşǉłà nĊşǡĊƕ65
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WiSe2025-2026 KĊŮ"V ˈ «àşĝ nƀşşĊƕʲ ±Ǘşǉłà nĊşǡĊƕ66

What does thismean?
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Pretraining and Fine-tuning  - More Powerful Pre-Trained Model ˏ GPT 3

WiSe2025-2026 KĊŮ"V ˈ «àşĝ nƀşşĊƕʲ ±Ǘşǉłà nĊşǡĊƕ67

pre-train

task-specific
annotated data

unannotated  
data

fine-tune

fine-tune

Pre-Training & Fine-Tuning

pre-train

no learning

Pre-Training & In-Context Learning

no learningNeed to store 
new params

Instruct GPT

ModelModel

Model

Model

Model

Model
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Understanding context learning

ÁAn Explanation of In-context Learningas Implicit BayesianInference

Áhttps ://arxiv .org/abs/ 2111.02080

ÁRethinking the Role of Demonstrations: What Makes In-Context Learning
Work?

Áhttps ://arxiv .org/abs/ 2202.12837

ÁCan the context be given by principals when giving task descriptions that are
passedto agents?

ÁCanin-context learning help us with dialogues?

WiSe2025-2026 KĊŮ"V ˈ «àşĝ nƀşşĊƕʲ ±Ǘşǉłà nĊşǡĊƕ68
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Instruction finetuning
ÁCollect examples of (instruction, output) pairs across many tasks and finetune anLM

69
[FLAN-T5; Chung et al.,2022]

Á Evaluate on unseentasks

WiSe2025-2026


