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Clustering

= Form of unsupervised learning - E.gj, Minkowski distance (in
R™):
= Search for natural groupings of objects £

n
p
= Determine classes directly from data dy(x,y) = (lei _ yi|p>

High intra-class similarity i=1
Low inter-class similarity = lx =l
= Counterpart: Classification = For p = 1 Manhattan distance
= Distance measures » For p = 2 Euclidean distance

Clustering Marcel Gehrke
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Partitioning: K-means Clustering (1)
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Voronoi-Diagram
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K-means Clustering (2)
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K-means Clustering (3)
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K-means Clustering (4)
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K-means Clustering (5)
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K-means: Cluster Representation

= Parameter k € N determines the number of clusters (how to obtain it?)

= Each cluster C; represented by centroid’s ¢; € R™ mean value with regard to all points contained in C; , i.e.

1 1
o= (g2, degm o )
' <|Cl| X;€C; J |Cl| XEC; /

= Objective: select cluster C;, ..., C;, € X (all data points) such that C, ..., Cy is a partition of X and
k

B CO= ) Dl =il

i=1 x;€C;

x/ I'th component

(intra-cluster variance) is minimised

Clustering Marcel Gehrke 1
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K-means: Algorithm

1. Select k random points cy, ..., ¢, € R"

2. Vx; €X:assign x; to the nearest centroid, i.e., x; is assigned to ¢; if
d(xj,c;) = min d(xj,c;)
where d(.) is a distance function (e.g. || ||2)

3. Let C; be the set of all objects assigned to c;. Recalculate the centroid c; based on C;.

4. If at least one centroid has changed in the previous step, go to 2.
Otherwise: Stop

Cy, ..., Cy 1s @ partitioning of X

Clustering Marcel Gehrke 12
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K-means Result Depends on the Initial Value

Good result:

Clustering
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Determining k |
: 9
» What is the correct number of clusters? 0 ge
= Poorly posed problem 7 ® L] 0 o
6 ® T WL
: o m| E
= Let us consider an example sl e@® .
(grasshopper/locust data set) 4 ©9%, o =
oo %%
3 o0t
Assumption: , |® % °
Number of clusters unknown e ¢
1
e
1 23 45678 910
Marcel Gehrke Eamonn Keogh 14
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Determining k
Let k = 1: se;, = 873.0

m;i

sex, = ) ||t = Gill,
j=1
k

se = squared error

Clustering
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- O
l.. ml
u = ° = .
let k = 2:s¢;, = 173.1 ° ..l

Determining k

Clustering MarcelGehrke 1 2 3 4 5 6 7 8 9 10 16
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Determining k oE gm
Let k = 3: sy = 133.6 . o WA
O
® 25 mf
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®
®
®
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What is the Correct Number of Clusters?

1.00E+03 .
0005102 Vary k and find the
= ° : : .
S soomo2 inflection point in the
= .
O 7006402 graph of the evaluation
o e function (Elbow)
O 5.00E+02
E 4.00E+02
>
) 3.00E+02
O 200402
O 1.00E+02
0.00E+00
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Determining Initial Values
= What are good initial clusters?

= Alternatives for their determination:
Use k random points
Take a small random sample and form k clusters

Take a random sample, choose a random point, and then choose

k-1 additional points, each as far away as possible from the previous
ones

Clustering Marcel Gehrke 19



UH
i .
2 Universitdit Hamburg CHAI 7, |\

DER FORSCHUNG | DER LEHRE | DER BILDUNG Humanities-Centred Al

Clustering

K-medoids



UH et 3
T -
L 2¥ Universitit Hamburg CHAI 7, [ °

DER FORSCHUNG | DER LEHRE | DER BILDUNG Humanities-Centred Al

Partitioning Around Medoids (PAM) Algorithm
K-medoids Clustering | «——=< 1:

A RS A/ N
The (new) centroid is | /| RSN 6 SAERE=N
ge:lt:erml.n%dtﬁotbea : 117 \ 5 o1 e
ata point tha S HDURE . \
minimizes seg s ‘ ‘\W ./ . V/aSSy

2 '\'\.__/' ’ 1 { ,/

Manhattan distance, | «——————F——— "o 2 \f_ T s o
otherwise similar to
K-means K-Medoids K-Means

) ) ) Kaufman, L. and Rousseeuw, P.J., Clustering by means of Medoids,
S. Vinod: Integer programming and the theory of grouping. In: Journal in Statistical Data Analysis Based on the L1-Norm and Related Methods, 405-416, 1987

CIustering of the American Statistical Association. Band 64,1969 Marcel Gehrke 21
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PAM-Algorithm

= Select k objects as initial medoid candidates o(1)
= Until nOthing Changes #lterationen * O((n-k)z*k)
Assign objects to the clostest medoid as cluster representative O((n-k)*k)
For every pair (medoid, non-medoid) (n-k)*k times
Check whether exchange makes sex smaller: O(n-k)
m; k
sex; = Y|ty — Cill,, sex = Xi=q sex,
For pair with the lowest cost, perform swap O(1)

Clustering Marcel Gehrke 22
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What is the Problem with PAM?

= PAM more robust than K-means in terms of noise and outliers
(Medoids less affected by outliers than means)
= PAM works efficiently on small data sets, but does not scale very well for large data sets

0(k(n—k)*)=~0(k-n*)asn >k
for each iteration (n = #points, k = #cluster)

=»Sampling-based methods
CLARA (Clustering LARge Applications)

Clustering Marcel Gehrke 23
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CLARA (Clustering Large Applications) (1986)

= Obtain multiple samples from a dataset

Apply PAM to each sample

Output best clustering regarding sek as a result

Determine clusters in population using a Voronoi diagram

Strengths: Larger data sets can be handled

Weaknesses:
Efficiency depends on sample size
Good clustering on a sample does not necessarily result in good clustering on a population

Kaufman, Leonard & Rousseeuw, Peter. Clustering Large Data Sets. In
Leonard Kaufman, Peter J. Rousseeuw, Finding Groups in Data: Pattern Recognition in Practice Il, Elsevier/North Holland 425-437,1986
Clustering  AnIntroduction to Cluster Analysis, Wiley, 1990 Marcel Gehrke 24
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CLARANS (“Randomised” CLARA) (1994)

CLARANS (A Clustering Algorithm based on Randomised Search)

= New parameters: maxneighbour and numlocal

At most maxneighbour many from randomly selected pairs (medoid, non-medoid) are considered

The first substitution that causes a reduction in the SEK value at all is also carried out

The search for k "optimal" medoids is repeated numlocal times (i.e. not carried out to saturation).

CLARANS often not much worse with appropriate choice of parameters, but much faster

Raymond T. Ng and Jiawei Han. CLARANS: A Method for Clustering R.NgandJ. Han. "Efficient and effective clustering method for spatial data
Objects for Spatial Data Mining. IEEE Trans. on Knowl. and Data Eng. 14, mining". In: Proceedings of the 20th VLDB Conference, pages 144155, 1994

Clustering > pp-1003-1016, 2002 Marcel Gehrke 25
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Discussion

= Relatively few steps usually necessary = Based on a specified number of
However, may only find a local clusters k
optimum

= Clusters are usually of equal size
= Only applicable if means are defined

, : . = Problems with non-convex shapes
Extensions for categorical data exist

Variants of K-means (e.g. K-medoid)

.
AR 3
R

Trend Desired
Clustering Marcel Gehrke 26
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DBSCAN
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Density-based Partitioning Clustering

= DBSCAN method (Density Based Spatial Clustering of Applications with
Noise)

= Motivation: Point density within a cluster is higher than outside the
cluster

= Resulting clusters can have any shape
Distance-based methods produce only convex clusters

= Number of clusters k does not have to be specified initially

Martin Ester, Hans-Peter Kriegel, J6rg Sander, Xiaowei Xu: A density-

based algorithm for discovering clusters in large spatial databases with
CIustering Marcel Gehrke noise. In: Proceedings of the Second International Conference on 28

Knowledge Discovery and Data Mining (KDD-96). AAAI Press, 1996
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DBSCAN — Definitions
= e-neighbourhood of an object o € 0:N.(0) :=={0' € 0 : d(0,0") < €}

= Partitioning of objects of O
o € O is called core point:& |N.(0)| = m
o € 0 is called non-core point :& |N.(0)| <m

= Parameters ¢ € R* and m € N have to be known/provided. (Heuristics to
determine the parameters are based on the density of the “thinnest” cluster.)

= Let core(0) be the set of all core points and assume m = 4 in the following
example

Clustering Marcel Gehrke 29
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DBSCAN — Definitions

" o' € O is directly reachable fromo € 0: & 0 € Ng(0) A o € core(0)

Clustering Marcel Gehrke 30
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DBSCAN — Definitions

" o' € O isreachable fromo:< 304,...,0; € 0:0, =0AN0; =0°'AVj E
{1,...,1 — 1}: 0j4, directly reachable from o;

—

Clustering Marcel Gehrke 31
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DBSCAN — Definitions

" 0,0' € 0 are density-connected: & 30" € 0:0 and o’ are reachable from

[~

o

Clustering Marcel Gehrke 32
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DBSCAN — Definitions

A cluster C is a non-empty subset of O, fulfilling the following properties:
1. Vo,0' €0:Ifo € Cand o’ reachable from o, then o’ € € (maximality)
2. VYo,0" € C:oisdensity-connected with o’ (connectivity)

Let C4, ..., Ci be clusters w.r.t. parameters (g;, m;) with 1 < i < k. Then, the set
N (noise) is defined as

N:={0€0:Ve{],..,k}o&C;}
Thus, N contains all the points not assigned to any cluster.

Clustering Marcel Gehrke 33
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DBSCAN —Lemma 1

Let 0 € core(0),thentheset {0’ € 0 : 0’ is reachable from o0} is a cluster.

Determin a cluster C in two steps:
1. Chose any point o € core(0),
2. identify the set P containing all points, which are density-connected,

then € = P U {o0}.

Clustering Marcel Gehrke 34
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DBSCAN — Lemma 2

Let C be a cluster and o € C a core point. Then, the following equation holds
C ={o' € 0: o' isreachable from o}

Thus, a cluster is uniquely determined by any of its core points.

Clustering Marcel Gehrke 35
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DBSCAN

Algorithm 1 DBSCAN

function DBSCAN(O, distFunc, !, m)
C:=
for each point 0" O do
if label(0) = undefined then
Neighbours N = RANGEQUERY(O, distFunc, o, !)
if IN| <m then
label(0) = Noise

else
C=C+1
label(0) = C

SeedSet S := N \{ o}
for each point " S do
if label(q) = Noise then

label(q) = C
else if label(q) = undefined then
label(q) = C

Neighbours N = RANGEQUERY(O, distFunc, g, !)

if [IN|# m then
S=S$N

" Previously processed in inner loop
" Find neighbours

" Density check

" Label as Noise

" Next cluster label
" Label initial point
" Neighbours to expand

" Change Noise to border point

" Label neighbour

" Find neighbours

" Density check (if q is a core point
" Add new neighbours to seed set

Clustering

Marcel Gehrke
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RangeQuery
Algorithm 1 RangeQuery

function RangeQuery (O, distFunc, g, !)
Neighbours N = empty list
for point o! O do

if distFunc(g,0 " ! then

" Scan all points in the database
" Compute distance and check epsilon
N = N #{ o} " Add to result
return N
N St '.':,’.... Y
_..’;- 38
y r '.'\‘.‘ LN
‘e -3 o
“ur r ":‘.: c'...-'-t
o e Cedz piv°
e
Clustering Marcel Gehrke
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Naive Incremental Nearest-neighbour Clustering

= Points are iteratively and incrementally integrated into the nearest clusters

= Threshold value t for determination,
whether point is integrated, or
whether a new cluster is created

» Not to be confused with k-nearest-neighbour quiries

Joel Ratsby, An Incremental Nearest Neighbor Algorithms, In Proc. NIPS 1998

Clustering Marcel Gehrke 39
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Incremental Nearest-neighbour Clustering

Threshold t

1
o

2

1 2 3 4 5 6 7 8 9 10

?w\w.bmm\)oo\os

Clustering Marcel Gehrke 40
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Incremental Nearest-neighbour Clustering

10
9
8
7
6
New data point arrives... 2
4
It is within the threshold for 3
cluster 1, so add it to the 2
cluster, and update cluster 1

center.
1 2 3 4 5 6 7 8 9 10

Clustering Marcel Gehrke 41
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Incremental Nearest-neighbour Clustering

New data point arrives... L
9
It is not within the threshold for 8
cluster 1, so create a new 7
cluster, and so on.. .
5
4
3
Algorithm is highly order )
dependent...
It is difficult to determine tin .
advance...

1 2 3 4 5 6 7 8 9 10

Clustering Marcel Gehrke 42
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BFR Algonthm 00185 _>¢[.1359 | 3413 | 3413 | 1359 >{_ 00135

830 -20 -0 0 o 20 30

= BFR [Bradley-Fayyad-Reina] is a variant of k-means designed to handle very large (disk-
resident) data sets

= Assumes that clusters are normally distributed around a centroid in an Euclidean space
Standard deviations in different dimensions may vary
Clusters are axis-aligned ellipses

= |dea: Efficient way to summarize clusters ‘
Goal: Space requirement in ! "#$and not! "%%
(# & # of clusters,' & # of data points)
I"#'S 068 () +$,"-"$& &' +$.19/08HELE (/OR(345)%/0BE 7% /58 BREY62) $; &5&<&4) A+
43

1%71$=07>()'2)$;/4177?) %8S’ $&5&$-/0/02+$@ ETHHB%6&
Clustering Marcel Gehrke
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BFR Algorithm

= Points are read from disk one main-memory-full at a time

= Goal: Most points from previous memory loads are summarized by simple
statistics

» To begin, from the initial load we select the initial k centroids by some
sensible approach:

Take k random points
Take a small random sample and cluster optimally

Take a sample; pick a random point, and then
k-1 more points, each as far from the previously selected points as possible

Clustering Marcel Gehrke 44
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Three Classes of Points

3 sets of points which we keep track of:

= Discard set (DS):
Points close enough to a centroid to be summarized

= Compression set (CS):
Groups of points that are close together but not close to any existing centroid
These points are summarized, but not assigned to a cluster

= Retained set (RS):
Isolated points waiting to be assigned to a compression set

Clustering Marcel Gehrke 45
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BFR: “Galaxies” Picture, Points in RS

o 4+———

Compressed sets
@ T (points in CS) N@

A cluster (points in DS). Centroid

Discard set (DS): Close enough to a centroid to be summarized
Compression set (CS): Summarized, but not assigned to a cluster
Clustering Retained set (RS): Isolated points Marcel Gehrke 46
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Summarizing Sets of Points
For each cluster, the discard set (DS) is summarized by:

= Number of points: N

= Vector SUM, whose it" component is the sum of the coordinates of the
points in the it® dimension

= Vector SUMSQ: it" component = sum of squares of coordinates in it"

dimension

A cluster.

Clustering Marcel Gehrke  All its points are in the DS. The centroid 47
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S umma rl Zi N g POi nts . CO mme nts Note: Dropping the OaxisalignedO clusters

assumption would require storing full covariance

" 2d 1 values represent anv size cluster matrix to summarize the cluster. So, instead of
+ P . . y SUMSQ being a dlim vector, it would be ad x d
d =number of dimensions matrix, which is too big!

= Average in each dimension (the centroid) can be calculated as %
SUM; = i*" component of SUM

. , . . . . P _ = 2 1 N 2 _ VN _ N =2
= Variance of a cluster’s discard set in dimension i is: Y7L, (x;; — %) = —(Z)-; 27, — X x ;- X + X, X2)

1 ix?. _ix' R (SUMSQL-)_2<SUML-)2 . (SUML->2 B (SUMSQi>_ (SUMi>2
_N_ll'] ,1” B N N N /) N N
J= J=

And standard deviation is the square root of that

= Next step: Actual clustering

Clustering Marcel Gehrke 48
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Retained set (RS): Isolated points

The “Memory-Load” of Points
Processing the “Memory-Load” of points (1):

= 1) Find those points that are “sufficiently close” to a cluster centroid and
add those points to that cluster and the DS
These points are so close to the centroid that they can be summarized
and then discarded

= 2) Use any main-memory clustering algorithm to cluster the remaining
points and the old RS

Clusters go to the CS; outlying points to the RS

Clustering Marcel Gehrke 49
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The “Memory-Load” of Points
Processing the “Memory-Load” of points (2):

= 3) DS set: Adjust statistics of the clusters to account for the new points
Add Ns, SUMs, SUMSQs

= 4) Consider merging compressed sets in the CS

= 5) If this is the last round, merge all compressed sets in the CS and all RS
points into their nearest cluster

Discard set (DS): Close enough to a centroid to be summarized

Compression set (CS): Summarized, but not assigned to a cluster
Clustering Retained set (RS): Isolated points Marcel Gehrke 50
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A Few Details...

= Q1) How do we decide if a point is “close enough” to a cluster that we will
add the point to that cluster?

» Q2) How do we decide whether two compressed sets (CS) deserve to be
combined into one?

Clustering Marcel Gehrke 51
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How Close is Close Enough?

= Q1) We need a way to decide whether to put a new point into a cluster
(and discard)

Gaussian or
"normal”
distribution

fy(x)
= BFR suggests two ways:

The Mahalanobis distance is less than a o/
threshold, e. g., two standard deviations 001353111359 | 3413 | 3413} 13595400135

-30 -20 é) 0 (lj 20 310

High likelihood of the point belonging to currently nearest centroid

0214
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Mahalanobis Distance

I Normalised Euclidean distance from centroid

I For point!" 1# #' ;%&and centroid ! & #5 #8;%

Normalize in each dimension: ' ; ( (x";_d)
l

Take sum of the squares of thé ;
Take the square root

d 2

*i-
) ) (|, ( ) o; is the standard deviation of points
=1 = U in the cluster in the it" dimension
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Picture: Equal M.D. Regions

I Euclidean vs. Mahalanobis distance

Contours of
equidistant points
from the origin

Uniformly distributed points, Normally distributed points, Normally distributed points,
Euclidean distance Euclidean distance Mahalanobis distance
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Should 2 CS Clusters be Combined?

I Compute the variance of the combined subcluster
N, SUM, and SUMSQ allow us to make that calculation quickly @

I Combine if the combined variance is
below some threshold @

I Many alternatives: Treat dimensions differently, consider density

MH#'$ %&' () +$,"-"S8 &' +$. H)/0& +EL& (/0R(345) %/ 08E2 7 %/ S8 WH&%02)$; &5&<&4) 4+
19%71$=07>()'2)$,/4177?) %8P’ $&5&$-/0/02+$ @ B THES%0&
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Hierarchical Clustering ol
I Hierarchical: o8|
Agglomerative (bottom up): 05
Initially, each point is a cluster o4
Repeatedly combine the two N
OnearestO clusters into one i

12312 519 4132926 9 310 724 61128172021 218 830251415271622

Divisive (top down):
Start with one cluster and recursively split it

I Point assignment:
Maintain a set of clusters
Points belong to OnearestO cluster
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Hierarchical Clustering
| Key operation: Repeatedly combine two nearest clusters

I (1) How to represent a cluster of many points?

Key problem: As you merge clusters, how do you represent the
“location” of each cluster, to tell which pair of clusters is closest?

I Euclidean case: each cluster has a centroid = average of its (data)points

I (2) How to determine “nearness” of clusters?
Measure cluster distances by distances of centroids
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Example: Hierarchical Clustering

i il

Dendrogram

Data:
| ... data point
" ...centroid
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And in the Non-Euclidean Case?

What about the Non-Euclidean case?

» The only “locations” we can talk about are the points themselves
i.e., there is no “average” of two points

= Approach 1:

(1) How to represent a cluster of many points?
clustroid = (data) point “closest” to other points

(2) How do you determine the “nearness” of clusters? Treat clustroid as if it
were centroid, when computing inter-cluster distances
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“Closest” Point?

= (1) How to represent a cluster of many points? . Centroid
clustroid = point “closest to other points Data point entrol

= Possible meanings of “closest”:
= Smallest maximum distance to other points Clustroid
= Smallest average distance to other points Cluster on
= Smallest sum of squares of distances to other 3 data points
points
For distance metric d clustroid cof cluster C

is: min Y. d(x, c)? Centroid is the avg. of all (data) points
c

in the cluster. This means centroid is
an “artificial” point.

Clustroid is an existing (data) point
that is “closest” to all other points in
the cluster.
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Defining “Nearness” of Clusters

I (2) How do you determine the “nearness” of clusters?

Approach 2:
Intercluster distance = minimum of the distances between any two
points, one from each cluster

Approach 3:
Pick a notion of “cohesion” of clusters, e.g., maximum distance from the
clustroid

Merge clusters whose union is most cohesive
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Cohesion

I Approach 3.1: Use the diameter of the merged cluster = maximum
distance between points in the cluster

I Approach 3.2: Use the average distance between points in the cluster

I Approach 3.3: Use a density-based approach

Take the diameter or avg. distance, e.g., and divide by the number of
points in the cluster
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Clustering with Minimum Spanning Tree (MST)
I Given a set of points in an r-dimensional space and a number k

I Task: Split the set of point into k partitions Sy, ..., Sk (cluster), such that
dist (S;,S;) = min({dist(x,y)|x € S;,y € S;}) is maximized for all pairs
Si,S; (1 < J)

o
O
® ®
o o ©
O
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Clustering with MST

= MST computation on a complete graph with weight of the edge {n,,n,} determined via
dist(n,,n,) (complete graph: #edges m = n?).
0(mlogm) [Kruskal]
O0((m + n)logn) [Jarnik-Prim]

= Remove k — 1 most expensive edges
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The CURE Algorithm

I CURE (Clustering Using Representatives, also from 1998):

Problem with BFR (from 1998):

Assumes clusters are normally
distributed in each dimension

And axes are fixed —ellipses at
an angle are not considered

Blockwise processing of data
Memory-efficient description of the clusters

Assumes a Euclidean distance
Allows clusters to assume any shape
Sampling-based approach (time-efficient)

Uses a collection of representative

points (memory-efficient) to represent clusters #3'1@5E38&+SF&G))?$F&A5724FRTIR18/9"$SCAAI"S. FIK$60$)LL/1/)05$1(34
&(27%/589$L 7%$(8%62)$' &58<84) 4" $#ME-N:$BRASTPSOSPQ
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Example: Stanford Salaries

age —»
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Starting CURE

2 Pass algorithm. Pass 1:

1. Pickarandom sample of points that fit in main memory

2. Begin with initial (small) clusters:
Cluster these points hierarchically — group nearest points/clusters

3. Pick representative points:
For each cluster, pick a sample of n points, as dispersed as possible

From the sample, pick representatives by moving them by « (say 20%)
toward the centroid of the cluster
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Example: Initial Clusters

salary

age >
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Example: Pick Dispersed Points

Pick (say) 4
remote points
for each
cluster.

salary

age >

Clustering Marcel Gehrke 7
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Example: Pick Dispersed Points

salary Move points
(say) 20% («)
toward the

centroid.

age >
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Finishing CURE

Pass 2:

I Now, rescan the whole dataset and
visit each point p in the data set

I Placeitin the “closest cluster”

Normal definition of “closest”:
Find the closest representative to p and
assign it to representative’s cluster

Clustering Marcel Gehrke
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BI RCH (Balanced Iterative Reducing and Clustering using Hierarchies)

= Developed for very large amounts of data
Time and storage requirements highly limited (linear 1/O cost)
Overall data set does not have to be available a priori
Incremental and dynamic clustering for incoming objects
Only one-time scan of data

= Two phases:
Scan the DB to build in-memory tree
Clustering algorithm to group leaf nodes together

Zhang, T.; Ramakrishnan, R.; Livny, M. (1996). "BIRCH: An Efficient Data Clustering Method for Very Large
Databases". Proc. ACM SIGMOD International Conference on Management of Data,. pp. 103-114, 1996
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Properties of a Cluster

For a cluster of points {)?i}, wherei =1,2,...,N, we define:

. N 3.
Centroid: X0 = Zi=1 Xi

Radius (emp. variance): mean distance to the centroid

> 5 (2
R=\/ Iiv=1(Xi_X0)

N

Diameter: mean pairwise distance in a cluster

- > \ 2
D—\[ IiV:1Z§y=1(Xi_XJ')

B N(N —1)

Diameter and radius used alternatively
Clustering Marcel Gehrke
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Cluster Description A
= When reading the data, I e e ~--lgw
BIRCH builds up a dendrogram, _
called a clustering function tree (CF tree) . e
= Entry in CF tree represents a cluster of objects T g

characterized by triple (N, LS, SS): cluster function
N is the number of objects in the cluster (X;},i=12,..,N

LS (linear sum) and SS (square sum) are defined as follows: LS = {\':1)?1-,
SS = YN . X? (componentwise squaring)

X;, LS, SS all have d-dimensions
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Properties between Two Clusters

| Centroid Euclidian distance DO = \/()?0! — X0.)

I' Centroid Manhattan distance D1 = |X0. — X0 | = 2%,

£0% — o |

N1+N>

. . (Nl (=N +1O i* )HJ')2
I Average inter-cluster distance D2 = =t

t1,72

( N1+N> ( N1+N2() l* ) ])

! Averageintra-clusterdistanceD3=\/ =2

& 1- +3" & -+

N1+N>

t1- T2 +2

-+ (N1+N2) " + S (ML " 4o+ 5> (=ng+1
I Variance increase distance D4 =% "¢, 2<X. —) — Y (X#— l=11 ) — s+, | X -t

Clustering Marcel Gehrke
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Properties of CF

= CF entries are compact

Signh;icantly less memory required than if all data points of the subclusters were
store

= A CF entry contains enough information to calculate )* -)+ (Lance/Williams
formula)

= Additivity theorem allows subclusters to be incrementally and consistently
combined (for disjoint , -4, , -5):
v 1. ,-28&"Ny+ Ny, LS1 + LS3,551 + 553)

= CFs can be sorted according to Di
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Root node

CF Tree

= Each non-leaf node has at most B CF
entries (CF;, child;)

Non-leaf node

= Each leaf node has at most L CF 1 2
entries. 7

= Diameter or alternatively radius of
each leaf cluster < threshold value T

Leaf node Leaf node

\ 4

» Node size is determined by the )
dimension of the data room and by
input parameter P (page size)
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BIRCH: Example
"012&34'53&.06 BN NI(F 8- #10)

.
” 1 gpg gt g (8" &

Clustering Marcel Gehrke 81



UH et @
A I
I 2% Universitit Hamburg CHAI 7, [ °

RRRRRRRRRRRR | DER LEHRE | DER BILDUNG Humanities-Centred Al

BIRCH: Insertion

I If the branching factor of a leaf (LNnode) cannot exceed3, LN1s split (Note: the "leaves' in
the following tree are not the leaf nodes, but the contents of the leaf nodes, andrepresent
the actual clusters

"%

"47 &1 gpeis8' % (&) &* &'+
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BIRCH: Insertion

If the branching factor of a non-leaf cannot exceed 3, the root is split and
the height of the CF tree increases by 1
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BIRCH Overview

Data ¢

[ Phasel: Load into memory by building a CF tree ] .#)") | !_*? +&% ’ "*)_ | 3 ’ 5 ?@
Initial CF tree A

V | ——

( Phase 2 (optional):' Condense into desirable range ] 12*3’43 , 5’ O#-06%|(3 ’52) ﬁB#*))

by building a smaller CF tree

smaller CF tree ¢ &
| ——
| |

Phase 3: Global Clustering

\

] ><<M%1()*3,54)(2/0 #/ #)-. #(0)

Good Clusters J(

. : ; . s ek — 1 *
[Phase 4: (optional and off line)  : Cluster Refining ] : ,< /_) # % | () |

Better Clusters ¢ o
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Problematic Cases for BIRCH

= The objects are numbered according to the order of arrival; assume that the distance
between object 1and 2 exceeds the (diameter) threshold.

o ———

//’——\\\ /// \\\\

-~ \ / 15 \\

/// 5@ o’ A //.8 ° \
R - ool |
l\ 3 /\\ 4 2 .14/
\ / /
. 9/’/ % ® 7

BSOSO - N @ HS%&'S( +..

SN—_—
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Dependence on the Order
I Incremental algorithms such as BIRCH are dependent on the order

I Split and merge operations can compensate for order dependency to some
extent

I Nevertheless, the order dependency cannot be completely avoided
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Problems with the CF Tree

I Number of entries in CF nodes limited by page size. Therefore, a CF node
may not represent a natural cluster.

Two subclusters, which should be subordinate to a cluster, are
distributed over two nodes.

Two sub-clusters, which should not be subordinate to a cluster, are kept
on one node (depending on the input order and data bias)
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Problems with the CF Tree (continued)

I Sensitivity to input order

Data point can end up in leaf nodes where it does not belong (e.g.
because of diameter threshold).

If data point is inserted twice (at different times), it can end up in two
copies in different sheets

Clustering Marcel Gehrke
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Experiments
= BIRCH

= CURE
Partitioning in k =5 clusters
Sample size = 2.5% of the initial data set size

= MST
If « = 0, CURE becomes MST
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Experiments: Data Sets

Experiment with 2-D data sets
» Data set 1 contains one large circle, two ellipses, and two small datasets

= Data set 2 consists of 100 clusters in the grid (data pomts per cIuster normally
distributed around center) Rkl

(a) Dataset 1 ’ (b; Data set 2
Clustering Marcel Gehrke 90
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Experiments: Quality of Clustering

(a) BIRCH (b) MST METHOD (¢) CURE
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Experiments: ParameterSensitivity
CURE shrinkage factor a:
1 0.2—0.7is a good range for a

av N . b s N

(€)a=08—-09
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Interim Summary

= Clustering: Given a set of points, with a notion of distance between points, group the points into some
number of clusters

= Algorithms:

Partitioning based
K-Means
K-Medoids
DBSCAN
BFR

Hierarchical clustering
Agglomerative hierarchical clustering
CURE
BIRCH
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How can We Evaluate a Clustering?

I Ideas for evaluation measures (objective function)
High intra-class similarity
Low inter-class similarity

Il Formalisation
Intra-cluster variance smaller than inter-cluster variance
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What if the Clusters Already Exist?

Example:!" patients with blisters on their skin
Treatment: Method #, method $, %acebo
Measured values # of daysuntil the blisters heal
Data from study [and mean valueq:
& # ()0 (+( (- / 01" 2
¥ o8 (GGG [ Ok 2
¥ %*GCGECEEEEE8 0012
Can we say thatmethod A is the best?
Are the differencesin the mean valuessignificant?

Variation BETWEEN groups vs. variation WITHIN groups (clusters)

Analysisof variation necessary ANOVA
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What does ANOVA do?

In its simplest form (there are many extensiong
ANOVAtests the following hypothesis:

H, : Themean values are equaldo not differ)

H, : Not all mean values are equal; thaifference is significant
I Does not say anything about which ones differ
I Must be determined later through multiple comparisons

Difference hypothesis

Clustering Marcel Gehrke 97
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The Initial Situation

Two variables:
1 categorical (type, group), 1 quantitative (value)

Question: Do the (means of the) quantitative variables depend on the group (given by the
categorical variable) in which the object is located?

If the categorical variable has only 2 values:
« 2-sample t-test

ANOVA allows for 3 or more groups
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Assumptions of ANOVA

I Each group is approximately normally distributed
You can check this by looking at histograms or using assumptions

Can reasonably handle some non-normal distributions, but only without
major discrepancies

Standard deviations of each group are approximately equal

Rule of thumb: ratio of largest to smallest standard deviation must be
less than 2:1
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Standard Deviation Check

Variable treatment N Mean Median

days A 8 7.250 7.000 1.669
B 8 8.875 9.000 1.458
P 9 10.111 10.000 1.764

Comparison of the largest and smallest standard deviations:
- largest: 1,764
« smallest: 1,458
«1,458- 2 = 2,916 > 1,764

Clustering Marcel Gehrke
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Notation for ANOVA

= n = number of objects

= | = number of groups

= X = mean value for the entire data set
Group i has

» n;= number of objects in group i

= x;; = value for object j in group i

» X;= mean value for group i

s; = standard deviation for group i

Clustering Marcel Gehrke
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How ANOVA Works (Overview)

ANOVA measures two sources of variation in the data and compares their relative magnitudes

I Variation BETWEEN grOUpﬂ\l(S_G,Mean Square between Gr_oup)
For each group, consider the difference between its mean and the overall mean

[~ (0- *)? N: Normalisation value
Xi (corrected: degrees of freedom)

I Variation WITHIN groups MSE,Mean Squared Erro)
For each data value2; in group 3 we consider the difference between this value and the
mean value of the group
4-1 (* - Q)z M: Normalisation value

(corrected: degrees of freedom)
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F Statistics

The ANOVA F-statistic is a ratio of between-group variation divided by within-
group variation:
__ Between _ MSG

Within MSE

Alarge Fis a proof against Hy, as it indicates that there are more differences
between groups than within groups
(therefore, the means differ between at least two groups).

Ho : The means of all groups are equal.

Clustering Marcel Gehrke
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A Smaller Example

Suppose we have three groups (#groups = )
Group 1: 5.3,6.0,6.7
Group 2:5.5,6.2,6.4,5.7
Group 3:7.5,7.2,7.9

We obtain the following statistics:

"%

"H$%8, #5()  *$+ - 1.'0.(1-
0%+ - | N 0 1234
0%+5 3 52 6246 12-70007
0%+, . 5500 726....... 12-5....
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ANOVA Output
ANOVA
Source of Vaniation sumofsquares  df  mean square F P-value  F cnt
Between Groups 5127333333 2 2,56366667 10,21575 0,008394 4,737416
Within Groups 1,756666667 7. 0,25095238
Total 6, 9

/

1less than the number

of groups: I-1 Number of data points -
number of groups: n-|
1less than the number of objects (corresponds to df over
Clustering Marcel Gehrke all groups) 105
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Calculating the ANOVA Fstatistic
WITHIN BETWEEN
difference: difference
group data - group mean group mean - overall mean
data group |mean plain squared plain squared

5,3 1 6,00 -0,70 0,490 -0,44 0,194

6,0 11 6,00 0,00 0,000 -0,44 0,194 overall mean: 6.44

6,7 1l 6,00 0,70 0,490 -0,44 0,194 F = 2.5528/0.25096 = 10.21575

5,5 2 5,95 -0,45 0,203 -0,49 0,240

6,2 2 5,95 0,25 0,063 -0,49 0,240

6,4 2 5,95 0,45 0,203 -0,49 0,240

5,7 2 5,95 -0,25 0,063 -0,49 0,240

7,5 3 7,53 -0,03 0,001 1,09 1,188

7,2 3 7,53 -0,33 0,109 1,09 1,188

7,9 3 7,53 0,37 0,137 1,09 1,188
TOTAL 1,757 5,106
TOTAL/df 0,25095714 2,55275

1.757/7 5.106/2
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Sois F Large Enough?

. Mean Square Between Group MSG
| u—

Mean Square Within Group MSE

A large value of F means relatively more difference between groups than within groups
(evidence against H)

To obtain the p-value, we compare with the5!6- 7# - &aistribution
¥ 6- 7degrees of freedom in the numerator(9 groups- 7)
¥ 8 - 6degrees of freedom in the denominator(remaining degrees offreedom)

Clustering Marcel Gehrke
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F-distribution

relative frequency

>
Clustering F ratio (or score) critical value Marcel Gehrke 108
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Critical Value

fail to reject null hypothesis

reject null hypothesis
Rejection Region

relative frequency

Clustering F ratio (or score)  critical value Marcel Gehrke 109
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F-table

Clustering

relates to number of observations

Table 6(a) Critical Values of F: A = .05

relates to groups or samples

a = 0.05 (use a different table

for other values of a)
Calculated F-value =10.21
Critical value F(2,7) =4.74

N 4
CHAI “7 3°

Humanities-Centred Al

— Ll
» NUMERATOR DEGREES OF FREEDOM
vy 1 2 3 3 5 6 g 8 9
161.4 199.5 215.7 2246 2302 234.0 236.8 2389 2405

2 1851 19.00 19.16 19.25 19.30 19.33 19.35 19.37 19.38

10.13 9.55 9.28 9.12 9.01 894 8.89 8.85 8.81

7.71 6.94 6.59 6.39 6.26 6.16 6.09 6.04 6.00

5 6.61 5.79 5.41 5.19 5.05 495 4.88 4.82 477

= 00 £ 14 4~ 1 S 4 20 1“‘ 4 91 418 410

7 5.59 474 435 412 397 3.87 3.79 373 3.68

%74 T30 TV o1 To0 o8 350 393 30

5.12 426 3.86 3.63 348 337 3.29 323 3.18

( 49 4.10 3.71 3.48 333 322 3.14 3.07 3.02

4.84 3.98 3.59 3.36 3.20 3.09 3.01 295 2.90

2 475 3.89 3.49 3.26 31 3.00 291 2.85 2.80

z 467 3.81 341 3.18 3.03 292 2.83 277 2.71
B 4.60 3.74 3.34 3.11 2.96 2.85 2.76 2.70 2.65
g 15 454 3.68 3.29 3.06 2.90 2 271 2.64 259
& 449 3.63 3.24 3.01 285 X 2.66 259 254
g8 17 445 359 320 2.96 2.81 2. 261 255 249
& 18 441 355 3.16 2.93 2.77 2. 2.58 251 246
z 438 352 313 2.90 2.74 2, 2.54 248 2.42
< 435 349 3.10 2.87 271 2, 251 245 239
22 432 347 3.07 2.84 2.68 2 249 242 237
Z 2 430 3.44 3.05 2.82 2.66 2 246 2.40 234
£ 3 428 342 3.03 2.80 2.64 2. 244 237 232
7! 4.26 3.40 3.01 2.78 2.62 25 242 2.36 2.30
] 4724 2220 2 QQ 274 2 AN 2 A0 2 AN 224 7 2Q

Marcel Gehrke
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relative frequency

Rejection of the null hypothesis

Using the F-distribution to
calculate the p-value for F=10.21

reject null hypothesis
Rejection Region

/

10.21 Marcel Gehrke

F ratio (or score) 4.74

Clustering

a = 0.05
(red + dashed area)

P-value = 0.0084
(dashed area)
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Why not 3 Paired T-tests?

Answer:

I With an error rate of 5% for each test (maximum value), the total
probability of a type l errorisupto 1 — (.95)° = 14%.

If all comparisons are independent of each other
For 6 groups:;C,= 15 paired t-tests;

High chance of finding something significant by chance (if all
comparisons were independent with a Type | error rate of 5% each)

Probability of at least one Type | error =1 — (.95)> = 54%.

_(ny _ n!
Clustering an - (k) - (n—k)'k! Marcel Gehrke 112
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Familywise error probability by number of comparisons

Multiple Comparisons T T T —

Probability of error

a 1 1 1 1 1 1 1 1 1

a 18 t=4s] 38 48 58 68 78 28 L] 168
Number of comparisons

Clustering Marcel Gehrke 13
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Correction for Multiple Comparisons

How to correct multiple comparisons post-hoc...

| "% 88" # ()" &8Y6)*"#E.JO*( o 12(*3%6L"0%()"#0%&5,*'5%(,4"/#* 6(
00/4'#7(*3,%( ,88(*%0*QO6(H-%9%#-%o#*("$(%,)3("*3068'-%o(ar 12(+3%(
#141%8&('$(*%60*0;

<===

Clustering Marcel Gehrke 14
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Bonferroni

"#$H%&' )&+ 2"#3#.&'(| 6(7+1$1] 8+9(
"H$%6& () %o +$, ") Yor-"H($'$ Ty
%" 0$1"##%1,0"+$20302%$  FIEENCINER:
A"5#$2%604#%2%$'*)7'$85-$ R *
3*5%$9565**4$:::<=$>4$,7%$ 0 i ! 0
I5(>%#$"-$1"()'#06"/6$4"5% /<00 F1 + <02
'#%3$)%#-"#(0/?;$$@665(%6$ /03 1 2 /04
1"()*%,%$0/2%)%/2%/1%$
>0h, A%%/$1"()'#06"/6+SAT0L7S 25 Pl 5 51
06$-'#$,""$1"/6%#3',03%: P +6 F1 0 P

Clustering Marcel Gehrke 15
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MANOVA
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Multivariate Analysis of Variance: MANOVA

= An extension of ANOVA in which the most important effects and interactions are evaluated on a
combination of dependent variables

IV = Independent variable, manipulated variable (e.g., treatment)
DV = Dependent variable, measured variable (e.g., means)

= MANOVA tests whether mean differences between groups in a combination of DVs are likely to
occur by chance.

= New DVs are created that are linear combinations of the individual DVs, so that the difference
between the groups is maximised.

= The questions are mostly the same as for ANOVA, only on the linearly combined DVs instead of just
one DV.

Clustering Marcel Gehrke 17
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= ~  Regression 0.5 per mille
-

s
2D example o 30 n - .
x m’ R _ 4
§ 25 - ’E B oae Regression 1 per mille
© *®
£ A ¢ %,
= » 0 L 4
5 2.0 P .
€ AL S
7} -, *
Q. PR 4
o0 15 4 ’
£ e
2
5 10 ‘<
m 0.5 permile
0.5 & 1 permile
0.0
00 10 20 30 40 50 60 70

Coordination: X1

Prototypical ! General:: groups measured on; variables. Here: ( <,; ( <,
data situation coordination !=,%and driving performance!=,%

I Same regression slopes and same variances in the groups on both variables
(homogeneity of variances and covariances)

I Sample data originate from multivariate normally distributed populations.
Clustering Marcel Gehrke 18



UH et @
A I
I 2% Universitit Hamburg CHAI ~

~
AN
DER FORSCHUNG | DER LEHRE | DER BILDUNG Humanities-Centred Al

Mileage: X2

Regression 0.5 per mille

MANOVA 2D example

Regression 1 per mille

m 0.5 permille
& 1pemile

/- Coordination: X1

1DDTesting I Univariate, the raw value distributions are not well separated, and therefore neither are the mean
. value distributions (high N required for significant group differences in the characteristic value
Inadequate distributions).

I Significance judgements are independent and lead to p significance statements, although only one is
desired

I Information about the same relationship between the dependent variables (same correlation) is not
Clustering used. Marcel Gehrke 19
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Driving performance: X2

Regression 0.5 per mille

MAN OV A 2D example R
™

m 0.5 permille
& 1pemile

/- Coordination: X1

2D testi ' 2D 95% quantiles indicate that the mean values of the other group are no longer within the confidence
estng - . s e re= YT
Initial interval of the raw values (in the case of univariate distributions, they are within this interval).

. . Orthogonal to the main variance direction of the ellipses, there are optimal separation conditions for the
situation & P P P

mean values.

' Atestthatincorporates the correlation of the two variables therefore has the best chance of detecting
differences in the centroids.

Clustering Marcel Gehrke 120



